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I. Introduction  
 

1. Collected microdata usually contain errors, e.g. pregnant men, an average salary of 5 million euro 

and components of a total that do not add up to that total. Correction of such errors is often necessary to 

prevent flaws and inconsistencies in statistics to be published. 

 

2. Usually, three steps are distinguished in an automated data editing process: 

(a) correction of systematic errors; 

(b) error localisation for random errors; 

(c) imputation of new values to correct for random errors. 

The purpose of error localisation is to designate a set of values, whose correction can produce a record 

that obeys all edit rules. Edit rules are formal relationships between variables that should be satisfied by 

the data. A simple example is that profit has to be equal to the difference between turnover and cost. 

 

3. The paradigm of Fellegi and Holt (1976) is often used for error localisation. It states that a 

minimum number of variables should be amended to satisfy all rules. A slight extension is the generalised 

Fellegi-Holt paradigm, which minimises the sum of the confidence weights of the adjusted variables. 

These weights take differences in reliability into account. Reliably measured variables can be assigned a 

lower probability of being designated erroneous than unreliably measured variables. 

 

4. Recently, Scholtus (2014 and 2016) further generalised the Fellegi-Holt (FH) paradigm. He 

suggested to find the (weighted) minimal number of edit operations that are needed to make an observed 

record consistent with the edit rules. Edit operations are typical corrections that are often observed in 

manual data editing. Four examples have been mentioned in Scholtus (2016): 

(a) Replace a single value by an arbitrary value; 

(b) Change the sign of a value, for instance replace x = 100 by x = –100; 

(c) Interchange the values of two variables, e.g. replace (x, y) = (100, 200) by (x, y) = (200, 100) 

(d) Transfer a certain amount from one variable to another, e.g. replace (x, y) = (100, 200) by (x, y) = 

(140, 160). 

The first operation is the same as the one used in a FH-based error localisation problem; it will be called 

an FH operation in this paper. The other operations are specific to the generalised error localisation 

paradigm, which in particular allows more than one variable to be involved with one ‘correction’. 

 

                                                      
1 The views expressed in this paper are those of the authors and do not necessarily reflect the policies of Statistics 

Netherlands. The authors would like to thank Jeroen Pannekoek for his useful comments. 
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5. The new paradigm is meant to ensure that often occurring manual corrections are more likely to 

occur in an automatic process. Hence, one could argue that the new paradigm enhances the application 

possibilities of an automated editing process. 

 

6. Scholtus (2016) developed an algorithm, based on Fourier-Motzkin elimination, to solve the 

extended error localisation problem. He demonstrated the feasibility of this technique for a relatively 

small example, consisting of five variables. The application to larger problems was mentioned to be 

challenging from a computational point of view.  

 

7. The current paper’s aim is to propose an algorithm based on Mixed Integer Programming (MIP) 

for numerical data editing according to the new paradigm. Moreover, the practical feasibility of this 

approach is tested in a simulation study. A formulation as a MIP problem for the standard FH-based error 

localisation problem was already given in De Waal et al. (2011). Because of the excellent performance of 

a MIP approach for FH-based data editing (De Jonge and Van der Loo, 2014), the approach might also be 

expected to be suitable for data editing according to the extended paradigm. 

 

8. The remainder of this paper is organised as follows. In Section II, we review an existing MIP 

formulation of error localisation under the original FH paradigm, and in Section III we show how this 

formulation can be extended to accommodate other edit operations. Results for a realistic dataset with 

simulated errors are shown in Section IV. Some concluding remarks follow in Section V. 

 

 

II. A MIP formulation for Fellegi-Holt-based editing 
 

9.  This section shows how the standard Fellegi-Holt-based data editing problem can be formulated 

as a MIP problem. Let 𝒙 = (𝑥1, … , 𝑥𝑛)′ be a vector of 𝑛 numerical variables. This record has to satisfy 𝑘 

edit rules that are given by 

𝐀𝒙 + 𝒃 ⨀ 𝟎 (1) 

where 𝐀 = (𝑎𝑟𝑐) is a 𝑘 × 𝑛 matrix of coefficients and 𝒃 = (𝑏1, … , 𝑏𝑘)′ is a vector of constants. Further, 

𝟎 represents a 𝑘-vector of zeros and ⨀ denotes a symbolic vector of operators from the set {≤, =, ≥}. 

Examples of edit rules of this form that often occur in practice are balance edits (e.g., 𝑥1 + 𝑥2 = 𝑥3) and 

non-negativity edits (e.g., 𝑥1 ≥ 0). 

 

10. Let 𝒑 = (𝑝1, … , 𝑝𝑛)′ denote an originally observed record (where the p stands for ‘preliminary’). 

The values after imputation are denoted by 𝒙 = (𝑥1, … , 𝑥𝑛)′. For each preliminary value there are two 

options: either the value remains the same (i.e. 𝑝𝑖 = 𝑥𝑖), or the value is imputed, meaning that it can 

attain any value. We use the binary variables 𝛿𝑖
𝐹𝐻 (𝑖 = 1, … , 𝑛) to indicate which variables in the original 

record are selected for imputation (1 indicates imputation, 0 indicates no imputation). The results for 𝛿𝑖
𝐹𝐻 

are the solution of an error localisation problem. According to the original Fellegi-Holt paradigm (with 

confidence weights), the error localisation problem amounts to finding the minimal value of 

∑ 𝛿𝑖
𝐹𝐻𝑤𝑖

𝐹𝐻

𝑛

𝑖=1

 

Here, 𝑤𝑖
𝐹𝐻 (> 0) is the confidence weight of 𝑝𝑖. The outcomes of 𝛿𝑖

𝐹𝐻 have to be determined in such a 

way that at least one “imputed” record 𝒙 = (𝑥1, … , 𝑥𝑛)′ exists that satisfies the constraints in (1). 

Moreover, for all variables that are not imputed (i.e. 𝛿𝑖
𝐹𝐻 = 0), 𝑥𝑖 has to be the same as 𝑝𝑖. If it happens 

that the provisional values 𝒑 already satisfy all constraints in (1), all 𝛿𝑖
𝐹𝐻 will be zero in the error 

localisation solution, meaning that no adjustment is made. Otherwise, at least one 𝛿𝑖
𝐹𝐻 will be one. 

 

11. Different algorithms have been developed for solving the Fellegi-Holt-based error localisation 

problem; see De Waal et al. (2011) for an overview. In this paper, we focus on the formulation of error 

localisation as a MIP problem (cf. De Jonge and Van der Loo, 2014): 
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Minimise𝛿𝑖
𝐹𝐻,𝒙    ∑ 𝛿𝑖

𝐹𝐻𝑤𝑖
𝐹𝐻 ,

𝑛

𝑖=1

 

subject to 

𝐀𝒙 + 𝒃 ⊙ 𝟎,  
𝑝𝑖 − 𝑀𝛿𝑖

𝐹𝐻 ≤ 𝑥𝑖 ≤ 𝑝𝑖 + 𝑀𝛿𝑖
𝐹𝐻     (𝑖 = 1, … , 𝑛),  

𝛿𝑖
𝐹𝐻 ∈ {0,1}     (𝑖 = 1, … , 𝑛),  

𝒙 ∈ ℝ𝑛.  

(2) 

Here, 𝑀 is an arbitrary large number, an order of magnitude larger than the largest absolute value for any 

of the 𝑝𝑖. It may be noted that the minimization in (2) is over both 𝛿𝑖
𝐹𝐻 and 𝒙, but only the former occur 

in the objective function. In general, there may be infinitely many feasible records 𝒙 that can be obtained 

under the same optimal solution for 𝛿𝑖
𝐹𝐻. Some MIP solvers will return one feasible 𝒙 as part of their 

output. However, in the context of error localisation, we are only interested in the optimal 𝛿𝑖
𝐹𝐻; the 

construction of a corresponding imputed record 𝒙 is done in a later step of the data editing process. 

 

12. The objective function in (2) minimises a weighted number of corrections. The first line of the 

constraints reflects that the corrected record 𝒙 has to satisfy all rules. From the second line it follows that 

if 𝛿𝑖
𝐹𝐻 = 0, 𝑥𝑖 necessarily has to be the same as the preliminary value 𝑝𝑖. In other words: 𝑥𝑖 is not 

imputed. If 𝛿𝑖
𝐹𝐻 = 1, 𝑥𝑖 can attain any value between 𝑝𝑖 − 𝑀 and 𝑝𝑖 + 𝑀. Since 𝑀 is a large number, it 

basically means that the value for the imputed variable 𝑥𝑖 is free. The use of a large constant 𝑀 is 

common practice in MIP problems and is often referred to as the big M-method. An important advantage 

of using the above formulation is that efficient solvers are available for MIP problems. 

 

13. Let us consider an example, consisting of the three variables 𝑥1, 𝑥2 and 𝑥3. There is one 

constraint: 𝑥1 + 𝑥2 = 𝑥3. Suppose that all weights 𝑤𝑖
𝐹𝐻 (𝑖 = 1,2,3) are one and that the preliminary 

values are (𝑝1, 𝑝2, 𝑝3) = (5, 15, 10). Then, for this example, the optimisation problem in (2) becomes: 

Minimise𝛿𝑖
𝐹𝐻,𝒙   𝛿1

𝐹𝐻 + 𝛿2
𝐹𝐻 + 𝛿3

𝐹𝐻 ,  

subject to 

𝑥1 + 𝑥2 = 𝑥3, 
5 − 𝑀𝛿1

𝐹𝐻 ≤ 𝑥1 ≤ 5 + 𝑀𝛿1
𝐹𝐻 , 

15 − 𝑀𝛿2
𝐹𝐻 ≤ 𝑥2 ≤ 15 + 𝑀𝛿2

𝐹𝐻 , 
10 − 𝑀𝛿3

𝐹𝐻 ≤ 𝑥3 ≤ 10 + 𝑀𝛿3
𝐹𝐻 ,  

𝛿1
𝐹𝐻 , 𝛿2

𝐹𝐻 , 𝛿3
𝐹𝐻 ∈ {0,1},  

𝒙 ∈ ℝ3.  

(3) 

One can see, for instance, that 𝛿1
𝐹𝐻 = 0 implies that the imputed value 𝑥1 needs to be the same as the 

preliminary value 5. Otherwise, if 𝛿1
𝐹𝐻 = 1, 𝑥1 is bounded between 5 − 𝑀 and 5 + 𝑀, where 𝑀 is a very 

large number. 

 

III. Examples of MIP formulations for special edit operations 
 

A. Generic framework 
 

14. Daalmans and Scholtus (2018) consider ‘generic’ edit operations of the following form: 

𝑔(𝒑, 𝜶) = 𝐒𝜶 + 𝐓𝒑 + 𝒄. (4) 

The result of 𝑔(𝒑, 𝜶) in (4) is an 𝑛-dimensional vector that contains the values of a record. The correction 

in (4) contains a variable part, based on the additional variables 𝜶, and a fixed part, 𝐓𝒑 + 𝒄, that replaces 

existing values by a linear combination of the preliminary values 𝒑 and a constant vector 𝒄. The 

coefficients for 𝜶 and 𝒑 are contained in the matrices 𝐒 = (𝑠𝑖𝑟) and 𝐓 = (𝑡𝑖𝑗), respectively. It should be 

noted that the variable part in (4) is optional: some edit operations do not require additional variables 𝜶. 

In that case the edit operation is given by 𝑔(𝒑) = 𝐓𝒑 + 𝒄. The three special edit operations mentioned in 

the introduction (sign changes, interchanged values, transferred amounts) can all be written as special 
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cases of the general form (4), as will be illustrated below. The same holds for the FH operation 

(Daalmans and Scholtus, 2018). 

 

15. Scholtus (2016) defined the error localisation problem in terms of paths of generic edit 

operations, where the same variable may be affected in turn by multiple operations. This amounts to 

replacing the preliminary record 𝒑 in (4) by an arbitrary record 𝒙. In general, the order in which edit 

operations occur on such a path can be important. For instance, one could imagine that an interchange of 

two values followed by a change of sign for one of these two variables gives a different result than 

conducting these operations in reverse order. This order-dependency greatly increases the computational 

difficulty of the error localisation problem. 

 

16. To simplify the problem, Daalmans and Scholtus (2018) added the following restrictions to the 

original formulation of Scholtus (2016): 

(a) In the optimal solution all special edit operations occur as if they are applied to the original 

observed record (i.e., they have the form (4)). 

(b) In the optimal solution FH operations are always applied after special edit operations. 

In particular, these restrictions imply that each variable may be affected by at most one special edit 

operation in addition to its FH operation. In this way, problems with the order-dependency of edit 

operations are avoided. Firstly, the assumption b) fixes the ordering of special edit operations and FH 

operations on the optimal path. It seems natural to apply special edit operations before FH operations. 

This amounts to first finding as many errors as possible where the error mechanism is understood, and 

then correcting any remaining inconsistencies by means of single-value imputations (which is always 

possible). Secondly, the assumption a) implies that the internal ordering of the special edit operations 

does not matter. The internal ordering of the FH operations does not matter anyway, as it can be shown 

that these operations are commutative amongst themselves (Scholtus, 2014, pp. 36-37); in fact this 

explains why order-dependency was not an issue in the original error localisation problem of Section II. 

 

17. The above assumptions are not as restrictive as they may seem. In principle, one is free to specify 

as many edit operations as desired. By introducing new edit operations that combine two or more original 

edit operations – in a particular order –, one can still use these combinations in the error localisation 

problem. Thus, one could say that these additional assumptions help to clarify the role of edit operations 

in the generalised error localisation problem. 

 

18. Under the above assumptions, Daalmans and Scholtus (2018) present a general MIP formulation 

of the error localisation problem that includes edit operations of the form (4). To keep the current paper 

simple, we do not present the entire formulation here, but we only give a sketch of the model and we 

provide examples for three specific types of edit operations. 

 

19. Suppose that one wants to use – in addition to the standard FH operations – a set of 𝐾 special edit 

operations of the form (4), 𝑔1, … , 𝑔𝐾. The objective function of the extended MIP problem is given by 

∑ 𝛿𝑖
𝐹𝐻𝑤𝑖

𝐹𝐻 +

𝑛

𝑖=1

∑ 𝛿𝑘
𝐸𝑂𝑤𝑘

𝐸𝑂

𝐾

𝑘=1

, 

where 𝛿𝑘
𝐸𝑂 are binary variables, with 𝛿𝑘

𝐸𝑂 = 1 if special operation 𝑔𝑘 is used and otherwise 𝛿𝑘
𝐸𝑂 = 0. 

Further, 𝑤𝑘
𝐸𝑂 is the weight of special operation 𝑔𝑘. This objective function minimises the sum of the 

weights of all FH and special operations that are applied to a record. As before, the constraints of the MIP 

problem ensure that a corrected record exists that satisfies all edits. The constraints deal with FH 

operations and special operations. Below we give examples for three special edit operations that were 

mentioned in the introduction: ‘change sign’, ‘interchange values’, and ‘transfer amount’. 

 

B. Special edit operation 1: Change Sign 
 

20. The edit operation that changes the sign of variable 𝑥𝑖 is given by  

𝑔𝑖
𝐶𝑆: 𝑝𝑖 ⟼ −𝑝𝑖, (5) 
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where the superscript CS stands for ‘change sign’. This is a special case of (4), in which 𝑡𝑖𝑖 = −1, 𝑡𝑗𝑗 = 1 

if 𝑗 ≠ 𝑖, and all other elements of 𝐓 are zero, while 𝒄 = 𝟎. Additional variables 𝜶 are not required. 

 

21. Suppose for simplicity that every variable can be affected by a sign change, so we have 𝐾 = 𝑛 

CS operations of the form (5). Daalmans and Scholtus (2018) show that the error localisation problem 

with these additional edit operations can be written as the following extension of MIP problem (2): 

Minimise𝛿𝑖
𝐹𝐻,𝛿𝑖

𝐶𝑆,𝒙    ∑ 𝛿𝑖
𝐹𝐻𝑤𝑖

𝐹𝐻

𝑛

𝑖=1

+ ∑ 𝛿𝑖
𝐶𝑆𝑤𝑖

𝐶𝑆

𝑛

𝑖=1

, 

subject to 

𝐀𝒙 + 𝒃 ⊙ 𝟎,  
𝑝𝑖 − 2𝑝𝑖𝛿𝑖

𝐶𝑆 − 𝑀𝛿𝑖
𝐹𝐻 ≤ 𝑥𝑖 ≤ 𝑝𝑖 − 2𝑝𝑖𝛿𝑖

𝐶𝑆 + 𝑀𝛿𝑖
𝐹𝐻     (𝑖 = 1, … , 𝑛),  

𝛿𝑖
𝐹𝐻 , 𝛿𝑖

𝐶𝑆 ∈ {0,1}     (𝑖 = 1, … , 𝑛),  
𝒙 ∈ ℝ𝑛.  

(6) 

If 𝛿𝑖
𝐶𝑆 = 1 and 𝛿𝑖

𝐹𝐻 = 0, then the lower and upper bounds for 𝑥𝑖 in (6) are both set to −𝑝𝑖, meaning that 

the sign of 𝑥𝑖 has changed. If 𝛿𝑖
𝐹𝐻 = 1, then the variable 𝑥𝑖 can be imputed freely, as before. 

 

22. As an example, consider the following extension of the previous example in (3). In addition to 

the three standard FH operations, we also allow for a ‘change sign’ operation for 𝑥2, with associated 

weight 𝑤2
𝐶𝑆 = 0.5. The MIP formulation is: 

Minimise𝛿𝑖
𝐹𝐻,𝛿2

𝐶𝑆,𝒙   𝛿1
𝐹𝐻 + 𝛿2

𝐹𝐻 + 𝛿3
𝐹𝐻 + 0.5𝛿2

𝐶𝑆,  

subject to 

𝑥1 + 𝑥2 = 𝑥3, 
5 − 𝑀𝛿1

𝐹𝐻 ≤ 𝑥1 ≤ 5 + 𝑀𝛿1
𝐹𝐻 , 

15 − 30𝛿2
𝐶𝑆 − 𝑀𝛿2

𝐹𝐻 ≤ 𝑥2 ≤ 15 − 30𝛿2
𝐶𝑆 + 𝑀𝛿2

𝐹𝐻 , 
10 − 𝑀𝛿3

𝐹𝐻 ≤ 𝑥3 ≤ 10 + 𝑀𝛿3
𝐹𝐻 ,  

𝛿1
𝐹𝐻 , 𝛿2

𝐹𝐻 , 𝛿3
𝐹𝐻 , 𝛿2

𝐶𝑆 ∈ {0,1},  
𝒙 ∈ ℝ3.  

(7) 

In case 𝛿2
𝐶𝑆 = 1 (and 𝛿2

𝐹𝐻 = 0), 𝑥2 is bounded by -15, the negative of its provisional value. 

 

C. Special edit operation 2: Interchange Values 

 
23. The edit operation that interchanges the values of variables 𝑥𝑖 and 𝑥𝑗 is given by 

𝑔𝑖𝑗
𝐶𝑉: (𝑝𝑖 , 𝑝𝑗) ⟼ (𝑝𝑗 , 𝑝𝑖), (8) 

where CV stands for ‘(inter)change values’. The operation 𝑔𝑖𝑗
𝐶𝑉 is obtained as a special case of (4) by 

choosing 𝑡𝑖𝑗 = 1, 𝑡𝑗𝑖 = 1, 𝑡𝑖𝑖 = 𝑡𝑗𝑗 = 0, 𝑡𝑙𝑙 = 1 if 𝑙 ∉ {𝑖, 𝑗}, setting all other elements of 𝐓 equal to zero 

and choosing 𝒄 = 𝟎. Additional variables 𝜶 are, again, not required. 

 

24. Suppose for simplicity that every pair of variables can be interchanged. Because an interchange 

of 𝑖 and 𝑗 has the same effect as an interchange of 𝑗 and 𝑖, we can restrict attention to pairs with 𝑖 < 𝑗, so 

the number of CV operations is 𝐾 = 𝑛(𝑛 − 1)/2. Daalmans and Scholtus (2018) show that the error 

localisation problem with FH and CV operations can be written in the following form: 

Minimise𝛿𝑖
𝐹𝐻,𝛿𝑖𝑗

𝐶𝑉,𝒙    ∑ 𝛿𝑖
𝐹𝐻𝑤𝑖

𝐹𝐻

𝑛

𝑖=1

+ ∑ ∑ 𝛿𝑖𝑗
𝐶𝑉𝑤𝑖𝑗

𝐶𝑉

𝑛

𝑗=𝑖+1

𝑛−1

𝑖=1

, 

subject to 

𝐀𝒙 + 𝒃 ⊙ 𝟎,  
𝑝𝑖 + 𝐶𝑖

𝐶𝑉 − 𝑀𝛿𝑖
𝐹𝐻 ≤ 𝑥𝑖 ≤ 𝑝𝑖 + 𝐶𝑖

𝐶𝑉 + 𝑀𝛿𝑖
𝐹𝐻     (𝑖 = 1, … , 𝑛),  

𝐶𝑖
𝐶𝑉 = ∑ 𝛿𝑖𝑗

𝐶𝑉(𝑝𝑗 − 𝑝𝑖)𝑛
𝑗=𝑖+1 + ∑ 𝛿ℎ𝑖

𝐶𝑉(𝑝ℎ − 𝑝𝑖)𝑖−1
ℎ=1      (𝑖 = 1, … , 𝑛),  

∑ 𝛿𝑖𝑗
𝐶𝑉𝑛

𝑗=𝑖+1 + ∑ 𝛿ℎ𝑖
𝐶𝑉𝑖−1

ℎ=1 ≤ 1     (𝑖 = 1, … , 𝑛),  

𝛿𝑖
𝐹𝐻 , 𝛿ℎ𝑗

𝐶𝑉 ∈ {0,1}     (𝑖 = 1, … , 𝑛; ℎ = 1, … , 𝑛 − 1; 𝑗 = ℎ + 1, … , 𝑛),  

(9) 
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𝒙 ∈ ℝ𝑛.  

If 𝛿𝑖𝑗
𝐶𝑉 = 1 and 𝛿𝑖

𝐹𝐻 = 0, then the lower and upper bounds for 𝑥𝑖 in (9) are both set to 𝑝𝑖 + (𝑝𝑗 − 𝑝𝑖) =

 𝑝𝑗. Similarly, if also 𝛿𝑗
𝐹𝐻 = 0, the lower and upper bounds for 𝑥𝑗 are both set to 𝑝𝑖. In other words, the 

values of 𝑥𝑖 and 𝑥𝑗 are interchanged. The inequality restrictions in the fourth line ensure that no variable 

is affected by more than one CV operation at a time. 

 

25. As an illustration, consider an extension of the example in (3) where, in addition to the three 

standard FH operations, we also allow for an interchange of values between 𝑥2 and 𝑥3. Suppose that this 

CV operation has weight 𝑤23
𝐶𝑉 = 1. The MIP formulation for this problem can be written as: 

Minimise𝛿𝑖
𝐹𝐻,𝛿23

𝐶𝑉,𝒙   𝛿1
𝐹𝐻 + 𝛿2

𝐹𝐻 + 𝛿3
𝐹𝐻 + 𝛿23

𝐶𝑉 ,  

subject to 

𝑥1 + 𝑥2 = 𝑥3, 
5 − 𝑀𝛿1

𝐹𝐻 ≤ 𝑥1 ≤ 5 + 𝑀𝛿1
𝐹𝐻 , 

15 − 5𝛿23
𝐶𝑉 − 𝑀𝛿2

𝐹𝐻 ≤ 𝑥2 ≤ 15 − 5𝛿23
𝐶𝑉 + 𝑀𝛿2

𝐹𝐻 , 
10 + 5𝛿23

𝐶𝑉 − 𝑀𝛿3
𝐹𝐻 ≤ 𝑥3 ≤ 10 + 5𝛿23

𝐶𝑉 + 𝑀𝛿3
𝐹𝐻 ,  

𝛿1
𝐹𝐻 , 𝛿2

𝐹𝐻 , 𝛿3
𝐹𝐻 , 𝛿23

𝐶𝑉 ∈ {0,1},  
𝒙 ∈ ℝ3.  

(10) 

If 𝛿23
𝐶𝑉 = 1 (and 𝛿2

𝐹𝐻 = 𝛿3
𝐹𝐻 = 0), 𝑥2 and 𝑥3 interchange values. 

 

D. Special edit operation 3: Transfer Amount 
 

26. The edit operation that transfers an arbitrary amount between 𝑥𝑖 and 𝑥𝑗 is given by 

𝑔𝑖
𝑇𝐴: (𝑝𝑖, 𝑝𝑗) ⟼ (𝑝𝑖 − 𝛼𝑖𝑗

𝑇𝐴, 𝑝𝑗 + 𝛼𝑖𝑗
𝑇𝐴), (11) 

where TA stands for ‘transfer amount’. In contrast to the previous two operations, the TA operation 

involves a variable part, as the transferred amount is represented by an additional variable 𝛼𝑖𝑗
𝑇𝐴. In this 

case, the matrix 𝐓 in (4) is an identity matrix and 𝒄 = 𝟎. The coefficient 𝑠𝑖1 for 𝛼𝑖𝑗
𝑇𝐴 is −1, because the 

amount 𝛼𝑖𝑗
𝑇𝐴 is subtracted from 𝑝𝑖. Similarly, the coefficient 𝑠𝑗1 = 1, since 𝛼𝑖𝑗

𝑇𝐴 is added to 𝑝𝑗. 

 

27. Suppose, again, for simplicity that an amount can be transferred between each pair of variables. 

Again, we can restrict attention to pairs with 𝑖 < 𝑗 as the operation is symmetric. Daalmans and Scholtus 

(2018) give the following MIP formulation for the error localisation problem with FH and TA operations: 

Minimise𝛿𝑖
𝐹𝐻,𝛿𝑖𝑗

𝑇𝐴,𝒙,𝛼𝑖𝑗
𝑇𝐴    ∑ 𝛿𝑖

𝐹𝐻𝑤𝑖
𝐹𝐻

𝑛

𝑖=1

+ ∑ ∑ 𝛿𝑖𝑗
𝑇𝐴𝑤𝑖𝑗

𝑇𝐴

𝑛

𝑗=𝑖+1

𝑛−1

𝑖=1

, 

subject to 

𝐀𝒙 + 𝒃 ⊙ 𝟎,  
𝑝𝑖 + 𝐶𝑖

𝑇𝐴 − 𝑀𝛿𝑖
𝐹𝐻 ≤ 𝑥𝑖 ≤ 𝑝𝑖 + 𝐶𝑖

𝑇𝐴 + 𝑀𝛿𝑖
𝐹𝐻     (𝑖 = 1, … , 𝑛),  

𝐶𝑖
𝑇𝐴 = − ∑ 𝛼𝑖𝑗

𝑇𝐴𝑛
𝑗=𝑖+1 + ∑ 𝛼ℎ𝑖

𝑇𝐴𝑖−1
ℎ=1      (𝑖 = 1, … , 𝑛),  

−𝑀𝛿𝑖𝑗
𝑇𝐴 ≤ 𝛼𝑖𝑗

𝑇𝐴 ≤ 𝑀𝛿𝑖𝑗
𝑇𝐴     (𝑖 = 1, … , 𝑛 − 1; 𝑗 = 𝑖 + 1, … , 𝑛),  

∑ 𝛿𝑖𝑗
𝑇𝐴𝑛

𝑗=𝑖+1 + ∑ 𝛿ℎ𝑖
𝑇𝐴𝑖−1

ℎ=1 ≤ 1     (𝑖 = 1, … , 𝑛),  

𝛿𝑖
𝐹𝐻 , 𝛿ℎ𝑗

𝑇𝐴 ∈ {0,1}     (𝑖 = 1, … , 𝑛; ℎ = 1, … , 𝑛 − 1; 𝑗 = ℎ + 1, … , 𝑛),  

𝒙 ∈ ℝ𝑛, 𝛼𝑖𝑗
𝑇𝐴 ∈ ℝ     (𝑖 = 1, … , 𝑛 − 1;  𝑗 = 𝑖 + 1, … , 𝑛).  

(12) 

If 𝛿𝑖𝑗
𝑇𝐴 = 1 and 𝛿𝑖

𝐹𝐻 = 0, then the lower and upper bounds for 𝑥𝑖 in (12) are both set to 𝑝𝑖 − 𝛼𝑖𝑗
𝑇𝐴, since 

the other potential contributions to 𝐶𝑖
𝑇𝐴 are fixed at zero by the restrictions in lines 4 and 5. The value 

𝛼𝑖𝑗
𝑇𝐴 is bounded by −𝑀 and 𝑀, so essentially unrestricted. Similarly, if also 𝛿𝑗

𝐹𝐻 = 0, the lower and 

upper bounds for 𝑥𝑗 are both set to 𝑝𝑗 + 𝛼𝑖𝑗
𝑇𝐴. As before, the inequality restrictions in the fifth line ensure 

that no variable is affected by more than one TA operation at a time. 
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28. To illustrate problem (12), we consider an extension of the example in (3) where, in addition to 

the three standard FH operations, we also allow an amount to be transferred between 𝑥1 and 𝑥2. Suppose 

that this TA operation has weight 𝑤12
𝑇𝐴 = 1. We obtain the following MIP problem: 

Minimise𝛿𝑖
𝐹𝐻,𝛿12

𝑇𝐴,𝒙,𝛼12
𝑇𝐴    𝛿1

𝐹𝐻 + 𝛿2
𝐹𝐻 + 𝛿3

𝐹𝐻 + 𝛿12
𝑇𝐴,  

subject to 

𝑥1 + 𝑥2 = 𝑥3, 
5 − 𝛼12

𝑇𝐴 − 𝑀𝛿1
𝐹𝐻 ≤ 𝑥1 ≤ 5 − 𝛼12

𝑇𝐴 + 𝑀𝛿1
𝐹𝐻 , 

15 + 𝛼12
𝑇𝐴 − 𝑀𝛿2

𝐹𝐻 ≤ 𝑥2 ≤ 15 + 𝛼12
𝑇𝐴 + 𝑀𝛿2

𝐹𝐻 , 
10 − 𝑀𝛿3

𝐹𝐻 ≤ 𝑥3 ≤ 10 + 𝑀𝛿3
𝐹𝐻 ,  

−𝑀𝛿12
𝑇𝐴 ≤ 𝛼12

𝑇𝐴 ≤ 𝑀𝛿𝑖2
𝑇𝐴,  

𝛿1
𝐹𝐻 , 𝛿2

𝐹𝐻 , 𝛿3
𝐹𝐻 , 𝛿12

𝑇𝐴 ∈ {0,1},  
𝒙 ∈ ℝ3, 𝛼12

𝑇𝐴 ∈ ℝ.  

(13) 

If 𝛿12
𝑇𝐴 = 1 an amount 𝛼12

𝑇𝐴 is transferred from 𝑝1 to 𝑝2. 

 

E. Weights in the objective function 

 
29. The weights in the objective function of the MIP problem reflect the relative importance of the 

FH operation and the special operations. The higher the weight of a specific operation, the less likely it is 

that this correction is designated to occur for the record at hand. The weights can be determined on an ad-

hoc basis. Alternatively, ‘optimal’ weights can be determined according to a heuristic procedure based on 

maximum likelihood. According to Scholtus (2016), by a generalisation of an argument in Liepins 

(1980), the generalised Fellegi-Holt paradigm can be seen as an approximate maximum-likelihood 

procedure if the confidence weight of the edit operation 𝑔𝑘 that corresponds to error 𝑒𝑘 is chosen as 

𝑤𝑘 = − log (
𝜋𝑘

1 − 𝜋𝑘
), (14) 

where 𝜋𝑘 denotes the probability that error 𝑒𝑘 occurs. These probabilities could be estimated from a 

historical data set for which both preliminary and corrected versions are available. It should be noted that 

expression (14) applies to both special edit operations and FH operations. 

 

30. Regardless of which procedure is used to select the weights of the edit operations, some care 

must be taken to ensure that all edit operations can actually occur in an optimal solution to the 

minimisation problem. Daalmans and Scholtus (2018) present mathematical details.  

 

IV. Simulation study 
 

31. A prototype implementation of the extended data editing algorithm was created in R. This 

prototype made use of the existing functionality for Fellegi-Holt-based automatic data editing, as 

available in the editrules package (Van der Loo and De Jonge, 2012; De Jonge and Van der Loo, 

2014). To solve the MIP problem, this package uses the lpSolveAPI package (Konis, 2014). It is 

important to note that, while we have assumed above that all edit rules are linear, conditional (IF-THEN) 

edits are also handled by editrules using a technique described in Daalmans (2018). The same 

technique was used to include conditional edits under the new error localisation problem. 

 

32. We conducted a simulation study to gain more insight into the possibility of using the extended 

Fellegi-Holt paradigm to improve the quality of automatic editing. As a starting point, we used the 

production-edited data of the 2011 Structural Business Statistics survey for four industries in the sector 

Transport. This dataset consists of 1080 records that satisfy all edit rules and, for the purpose of this 

study, were considered error-free. The data contain about 140 variables and the number of edit rules 

ranges from 98 to 130 (the exact number of variables and edit rules differs by industry and size class). 

 

33. We added random errors to the original dataset. In the first step, a random number of errors to 

add was drawn for each record. This number was based on the empirical distribution of the number of 

erroneous values found in a sample of manually edited records. In the second step, errors were added to 

the data. The kinds of errors were based on the standard FH operations (i.e. adding a random error in a 
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single variable) and fifteen special edit operations. These operations include two ‘change sign’ 

operations, four ‘interchange values’ operations and nine ‘transfer amount’ operations that were observed 

frequently in the manually edited data; see Daalmans and Scholtus (2018) for more details. 

 

34.  We present results for three different settings: 

(a) Setting 1: In step 1, the maximum number of errors per record 𝑘max = 5. All error types have the 

same drawing probability. 

(b) Setting 2: As Setting 1, but error types related to special edit operations have a drawing 

probability that is three times as large as that of the error types related to FH operations. 

(c) Setting 3: As Setting 2, but with 𝑘max = 10. 

It can be expected that an increasing number of special operations occur in the settings a), b) and c). 

For Setting 1 we compared two scenarios: “FH original” (which uses only FH operations) and “FH 

extended” (which uses all edit operations). The latter method uses weights that are all set to one. For 

Setting 2 and Setting 3 we also considered a third scenario, in which all edit operations are used with the 

‘optimal’ weights in (14); this scenario will be referred to as “FH extended (weighted)” hereafter. 

 

35. All simulations were conducted on a desktop PC with a 2.8 GHz CPU under Windows 7. Below 

we show the average (mean and median) computing time per record in seconds for each setting and each 

error localisation method. It also shows the percentage of records for which an optimal solution was 

found (column ‘optimal’) within the time limit of 60 seconds. The column ‘not solved’ includes records 

for which no feasible solution at all was found in 60 seconds, as well as a negligible percentage of cases 

where the problem had not been solved to guaranteed optimality within 60 seconds. 

 

36. It is seen that the extended paradigm led to an increase in computation time and, consequently, an 

increase in the percentage of records for which the problem was not solved to (guaranteed) optimality 

within 60 seconds. For Settings 1 and 2, this increase was not large. For Setting 3, the average computing 

time per record was much longer for all scenarios, due to the larger number of errors per record. 

 

37. To evaluate the quality of error localisation, we compared the supposed errors that were found by 

the algorithms with the true errors in each dataset. Using the fact that these true errors were known in this 

simulation study, we compiled the following contingency table of erroneous values that occurred and 

were identified as erroneous, across all combinations of records and variables. 

 

 

 

 

 

 

38. The following three indicators were computed from this table: the proportion of false negatives, 

𝛼 =
𝐹𝑁

𝑇𝑃 + 𝐹𝑁
; 

the proportion of false positives, 

  Computing time per record Solutions found within 60 s 

Setting Scenario mean (s) median (s) optimal not solved 

1  FH original 1.94 0.52 99.6% 0.4% 

max. 5 errors FH extended 2.94 0.56 98.8% 1.2% 

2 FH original 1.71 0.49 99.8% 0.2% 

max. 5 errors FH extended 2.30 0.51 99.4% 0.6% 

unequal 

probabilities 

FH extended 

(weighted) 
3.02 0.67 98.9% 1.1% 

3 FH original 10.29 1.02 91.4% 8.6% 

max. 10 errors FH extended 12.92 1.26 87.1% 12.9% 

unequal 

probabilities 

FH extended 

(weighted) 
15.55 1.78 82.2% 17.8% 

 value was selected as 

erroneous 

value was not  

selected as erroneous 

error occurred in value TP (true positives) FN (false negatives) 

error did not occur in value FP (false positives) TN (true negatives) 
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𝛽 =
𝐹𝑃

𝐹𝑃 + 𝑇𝑁
; 

and the overall proportion of wrong decisions, 

𝛿 =
𝐹𝑁 + 𝐹𝑃

𝑇𝑃 + 𝐹𝑁 + 𝐹𝑃 + 𝑇𝑁
. 

A good error localisation method should have low values on all three indicators (cf. De Waal et al., 2011, 

pp. 410-411). The quantities 1 − 𝛼 and 1 − 𝛽 are sometimes referred to as sensitivity and specificity, 

respectively. These indicators measure the quality of error localisation at the level of individual values. 

As a fourth indicator on the level of whole records, we computed 𝜌𝑐 = 1 − 𝜌, where 𝜌 denotes the 

proportion of records in the dataset for which exactly the right solution was found (i.e., the solution that 

identifies all the right values as erroneous and only these). Again, low values of 𝜌𝑐 are desirable. 

 

39. The results of these evaluation criteria are displayed below. 

 

 

 

 

 

 

 

 

 

 

 

 

 
It is seen that for the settings considered here, the extended paradigm nearly always led to an 

improvement on the evaluation measures. For Setting 1, where the special edit operations are relatively 

rarely needed, the improvement was not substantial. The improvement was larger for the other settings. 

In Settings 2 and 3 the improvement was especially large for the weighted extended FH approach, which 

shows that it is important to use appropriate weights within the objective function of the MIP problem. 

These results suggest that the extended approach can be useful for improving the quality of error 

localisation, provided that the selected special edit operations are relevant, in the sense that the 

corresponding errors occur relatively often in the data.  

 

40. More evaluation results can be found in Daalmans and Scholtus (2018). In particular, there the 

quality of error localisation is also evaluated in terms of the selection of the right edit operations, rather 

than the right erroneous values. Furthermore, the evaluation measures are also computed on the subset of 

variables that are directly affected by a special edit operation. For both variations, the differences in 

evaluation scores between the original and extended error localisation method become more pronounced, 

in favour of the new method, as may be expected. Daalmans and Scholtus (2018) also provide results of 

an application of the new error localisation algorithm to a data set with real errors. 

 

 

V. Conclusions 
 

41. In this paper, we have introduced a MIP formulation for the generalised Fellegi-Holt paradigm 

for automatic error localisation that was proposed by Scholtus (2014, 2016). In comparison to the original 

proposal, we have introduced two additional, simplifying assumptions. As was noted in Section III.A, 

these assumptions need not be restrictive in practice. 

 

42. We have made a prototype implementation in R of an error localisation algorithm based on the 

MIP formulation. The results of applying this algorithm to data with simulated errors show that solving 

the generalised error localisation problem is technically feasible for datasets that occur in practice, with 

  Evaluation measures 

Setting Scenario 𝛼  𝛽  𝛿  𝜌𝑐  

1 FH original 27.0% 0.4% 1.4% 41.2% 

max. 5 errors FH extended 27.2% 0.4% 1.3% 40.2% 

2  FH original 41.3% 0.6% 2.2% 58.3% 

max. 5 errors FH extended 39.2% 0.5% 2.0% 55.6% 

unequal 

probabilities 

FH extended 

(weighted) 
26.4% 0.3% 1.3% 43.2% 

3 FH original 52.7% 0.9% 4.2% 71.4% 

max. 10 errors FH extended 53.9% 0.6% 4.0% 69.5% 

unequal 

probabilities 

FH extended 

(weighted) 
49.3% 0.3% 3.4% 59.9% 
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on the order of 100 variables and 100 edit rules. The new MIP problem has a higher computational cost 

than the MIP formulation of the original Fellegi-Holt paradigm, but this increase is not dramatic. The 

results with simulated errors also show that a substantial improvement is possible in the quality of error 

localisation with the new paradigm, compared to the original Fellegi-Holt paradigm. This does require 

that meaningful edit operations have been defined, i.e., edit operations that represent types of errors that 

occur relatively often in the data at hand. It also appears that specifying ‘optimal’ weights for these edit 

operations according to (14) clearly improves the results. In practice, this would require prior information 

about the relative frequencies with which different types of errors occur. 

 

43. The new paradigm introduces additional parameters that have to be specified: the choice of 

admissible edit operations and the associated weights. The results in this paper suggest that some care 

must be taken to make appropriate choices for these parameters. If the selected edit operations do not 

correspond to errors that are made often by respondents, or if the weights do not adequately reflect the 

relative frequencies with which these errors occur, then the new approach may not be worthwhile, as it 

then comes with an increase in complexity and computation time without necessarily leading to a better 

quality of error localisation. In practice, it is therefore important, if the new approach is used, to find 

appropriate edit operations and associated weights. The required information could be obtained by 

analysing historical manually-edited data and documentation of the manual editing process, and from 

interviews with (supervisors of) editors. 

 
44. We can conclude that the generalised Fellegi-Holt paradigm may be useful to improve the quality 

of automatic editing in practice. It therefore has the potential to make automatic editing applicable on a 

wider scale than it is currently used, thereby improving the efficiency of data editing processes. From a 

technical point of view, the new MIP approach is feasible. The next step would be to test the approach on 

a real application, which would require experiments to find appropriate edit operations and weights. 
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