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I. Introduction  
 
1. The CANadian Edit and Imputation System (CANCEIS) is an edit and imputation system 
developed at Statistics Canada for use in the Canadian Census.  Since its first use in 2001, CANCEIS’ 
usage has grown to include household surveys at Statistics Canada as well as many national statistical 
agencies worldwide.  This expanded use has furthered the need for a generalized tool with which 
imputation strategies can be evaluated and compared.  
 
2. CANCEIS performs both deterministic edits and donor imputation using a minimum change 
nearest neighbour approach.  This paper, will focus primarily on the donor imputation aspect.  Nearest 
neighbour donor imputation identifies a complete record (passed record) that is among the closest to the 
record requiring imputation (failed record), among a set of auxiliary variables, using some distance 
measure (the nearest neighbour).  Variables requiring imputation are then “donated” from the nearest 
neighbour to the failed record. 
 
3. This paper will discuss the creation of an evaluation framework that operates within the confines 
of CANCEIS and allows the user to calculate Monte Carlo estimates of bias, variance, and mean squared 
error for various parameters of interest through simulation.  The user is able to perform simulation studies 
on either supplied real world or simulated data sets under various response mechanisms.   
 
4. Through empirical testing using this framework, the paper will also look at some of the more 
interesting decisions in a CANCEIS imputation strategy and discuss the results. 
 

 
II. Evaluation Framework 
 
5. The first step in using the evaluation framework is supplying an appropriate dataset.  Using SAS, 
the dataset is read and then replicated m times (chosen by the user).  If using a real-world dataset, the data 
must only contain records with fully observed variables.   
 
6. After, the user specifies one of three response mechanisms: 
 
- Uniform response  
- Non-uniform response that depends on one or more auxiliary variables 
- Non-uniform response that depends on the variable of interest  
 
7. Under the specified response mechanism and targeted response rate, each record, in each 
replicate, is assigned a response probability p, after which it is assigned a value of 1 or 0 based on a 
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random Bernoulli variable using the specified response probability.  Those who receive a value of 0 are 
considered as “did not respond” and have their value in the variable of interest set to “blank” to be 
imputed later.  Each replicate dataset is then exported in a format readable by CANCEIS.  The user can 
then run CANCEIS on each of the replicated datasets to impute the previously blanked values.   
 
8. Each run of CANCEIS provides many output files, most of which are not necessary for the 
framework.  To handle this and prevent the need for large amounts of data storage after each simulation, 
a second SAS program was developed that reads only the required files from each CANCEIS run’s 
output folder and appends them to create two singular output files.  The first of these files, the “Processed 
file”, stores all of the finalized data after editing and imputation.  The second file, the “NMCIA file” 
contains all of the information related to the nearest neighbours of the imputed records.  The remaining 
files can then be deleted by the user.   
 
9. A third and final SAS program was created in order to calculate the Monte Carlo measures.  The 
user simply reads in the two aforementioned output files and runs the program.  The pre-imputation 
values (the “true” values) are then compared with the post-imputation estimates and Monte Carlo 
measures of the relative bias (RB), relative root mean squared error (RRMSE) and the coefficient of 
variation (CV) are calculated.  Currently the Monte Carlo measures are only available for estimates of the 
population mean and quartiles but the framework could be adapted for many other parameters of interest. 
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where: 
𝜃 is the true population value, 

�̂�(𝑘)is the population estimate for the 𝑘𝑡ℎ  replicate, 

𝑚 is the number of replicates. 
 
10. Analysis is also done at the record level, with measures of mean absolute error (MAE) and the 
root mean squared error (RMSE) being calculated for the imputed records across all replicates:   
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where: 

�̂�𝑖  is the imputed value for the variable of interest of the 𝑖𝑡ℎ  imputed record, 
𝑦𝑖  is the true value for the variable of interest of the 𝑖𝑡ℎ imputed record, 
𝑡 is the total number of imputed records in all replicates. 
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III. Parameterization in CANCEIS 
 
11. CANCEIS offers the user a suite of parameters that allow a large level of customization for each 
imputation process.  These parameters include, but are not limited to, the number of records to consider 
in the donor search, the number of times a particular record can be a donor, the choice of “K” (in the K-
nearest neighbour algorithm), as well as the ability to assign weights and distance measures for auxiliary 
variables.  The choice of such parameters can have a drastic effect on the quality of the imputation 
strategy.   
 
12. Unfortunately, literature on the effect of these parameters is sparse and what does exist is usually 
written in the context of an imputation method that differs from that of CANCEIS which leaves the user 
with little resources to understand their impact.  Without a general framework for evaluation and without 
a clear understanding of how the change in parameters will affect the strategy, these parameters are often 
left to their default values or are chosen in a manner that relies mainly on subject matter expertise.  In the 
coming sections, we will look at some of the more interesting decisions that the user is required to make 
in CANCEIS. 
 

A. Choice of “K” 

 

13. Nearest neighbour donor imputation is typically accomplished in one of two ways.  The first 
method finds the single passed record that is closest to the failed record and uses that as the donor.   The 
second method finds the “K” closest passed records (the K-nearest neighbours) and then one of these K 
records is chosen randomly to donate values to the failed record.   
 
14. CANCEIS uses a somewhat different approach that is similar to a combination of the two.  
CANCEIS allows the user to specify both the minimum number (default value of 1) and the maximum 
number (default value of 10) of nearest neighbours to consider.  How CANCEIS differs from the 
traditional nearest neighbour donor approach is that in order to be considered a nearest neighbour, a 
passed record must be sufficiently close to the failed record requiring imputation.  Sufficiently close is 
defined as follows: 

𝐷𝑓𝑖,𝑝𝑗 ≤ γ ∙ min(𝐷𝑓𝑝), 

where:  
𝐷𝑓𝑖,𝑝𝑗 is the distance between failed record i and passed record j,  

min(𝐷𝑓𝑝) is the distance between the failed record and the current closest passed record, 

γ is a user controlled parameter (default value of 1.1).  
 
15. Adding this condition means that the choice of K is no longer determined by the user (other than 
an upper and lower bound) but is data driven with each failed record potentially having different values 
of K.  Through manipulation of the system parameters, CANCEIS can be forced to behave similarly to 
the method described at the beginning of this section.  If the upper and lower bounds for K are set such 
that they are equal, the parameter γ is sufficiently large, and penalties are assigned in such a way so that 
no failed/passed combination results in a distance of 0, then CANCEIS will be forced to choose exactly K 
neighbours.  Using this, one can use the framework to determine an optimal value for K for a particular 
imputation strategy by choosing the K that minimizes the Monte Carlo measures output by the 
framework.  This will be the subject of the first simulation study described later in this paper. 
 

B. Feature Selection 

 

16. The nearest neighbour algorithm is highly sensitive to the choice of auxiliary variables and their 
weights used to find the nearest neighbour(s).  This choice is largely left to subject matter expertise and 
can be rather subjective.  Similarly, the choice of distance metric can have a large impact on the results, 
particularly for categorical variables where the distance between two categories is not obvious.  Standard 
nearest neighbour algorithms typically employ Euclidian distance which can have issues with scale and 
as mentioned previously, does not work well with categorical variables and mixed data.   
 



 

 4 
 

17. CANCEIS allows the user the opportunity to choose between 10 different distance functions, 
many with their own individual parameterizations.  Distance in CANCEIS is calculated on a per variable 
basis allowing the user the opportunity to choose the most appropriate distance measure for each 
auxiliary variable.  As described earlier, this can often become more of a complication than a benefit, as 
when faced with the prospect of many choices and without proper literature on how to make those 
choices, users may opt for the simplest distance functions using default values which may not be the best 
performing for their particular datasets. 
 
18. The generalized framework being developed will allow the user to choose both auxiliary 
variables, weights and distance metrics using the “wrapper” technique introduced by Kohavi and John 
(1997).  In this process, the user performs a grid search of feasible subsets of the set of all auxiliary 
variables and or distance measures considered, and using some metric, chooses the best performing 
subset.  In the general framework described in this paper, the user will be able to choose the subset that 
minimizes Monte Carlo measures of bias and/or variance.  This will be the subject of the second 
simulation study. 
 

C. Donor Limited Imputation 

 
19. CANCEIS allows the user the ability to set a limit on the number of times a particular record can 
be a donor for failed records (default value 100).  There are a few reasons a user may want to limit the 
number of times a record can be used as a donor.  With no limit, it is possible that a donor is used so 
often (in some cases could even be the only donor used) that the distribution of the imputed data set 
becomes quite skewed.  Also, the donor that is used most often may have outlier values that when 
replicated many times can adversely affect the estimates.  On the other hand, placing a binding limit on 
the number of times a record can be a donor means that donors will necessarily be further away from the 
failed record than if there were no limit.  Also, the order in which imputation is performed now becomes 
important, as records that are imputed before the limit is reached will have a larger amount of potential 
donors than those that are imputed after the limit is reached.  
 
20. The process of placing a limit on donor records is called donor limited imputation and has been 
studied previously, but the literature is sparse and the imputation methods studied differ from those 
within CANCEIS.  Kalton and Kish (1981) investigated the effects of donor limited imputation under 
random imputation and found that setting a limit of 1 reduced imputation variance.  Joenssen and 
Bankhofer (2012) investigated donor limits in many imputation settings, including a nearest neighbour 
approach similar to CANCEIS.  They found that whether minimum imputation variance and minimum 
imputation bias was achieved using a donor limit was highly dependent on the imputation method and the 
particulars of the data as well as the severity of the limit.   
 
21. The question of a donor limit is one that appears often when using real-world data where patterns 
of non-response can exist that facilitate one donor being used many times.  As such, donor limitation in 
CANCEIS will be examined as part of a future study. 
 
 

IV. Simulation One: Choice of K 
 

A. Data 

 
22. Data is taken from results of the 2016 Census on the question of support payments.  The question 
states:  
 
“In 2015, did this person pay child or spousal support payments to a former spouse or partner?” 
 
The respondent is then instructed to supply an answer in terms of a Yes or a No, and if yes is instructed to 
write-in the total dollar amount for 2015.  For this simulation study, the write-in amount will be the 
variable of interest. 
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23. For the purpose of this simulation, a “census” of 7,528 records were sampled from those 
respondents that selected both yes and provided a valid response for the write-in using simple random 
sampling.  This sample represents approximately 10% of the population of such respondents and was 
chosen due to time considerations as imputation in CANCEIS can be a lengthy process for large datasets.  
As mentioned earlier, it is important that for this exercise and all exercises using real data within the 
framework, that only valid responses are used, as the “truth” must be known in order to calculate the 
Monte Carlo measures of bias and error. 
 
24. Using the above mentioned 7,528 records, 500 replicate files were created and each record was 
assigned a probability of responding of 70%, in order to simulate 30% non-response under a uniform 
response mechanism.  Each record was then assigned a random Bernoulli variable according to their 
response probability.  Those who received a value of 0 had their value for support payments removed to 
be imputed later.  Neither the chosen response rate nor the response mechanism are intended to be 
representative of the real-world scenario for this data, as typically response rates are much higher than 
70% for the Canadian census and non-response more often follows a non-uniform mechanism.   
 

B. Setup 

 
25. A set of 20 auxiliary variables were chosen and given equal weight in the algorithm.  The 
auxiliary variables are a mix of numeric and categorical variables, such as: total income, age, sex, marital 
status, etc., chosen using subject matter knowledge for their believed predictive ability of the variable of 
interest.  As the auxiliary data is mixed and includes many categorical variables, many decisions on 
distance functions were also made using subject matter expertise.   

 
26. On each of the 500 replicate datasets, CANCEIS was run to impute the missing values using the 
nearest neighbour donor approach described previously.  Imputation was completed in CANCEIS using 
values of K of 1, 5, 10, 15, 20, 30, 500 and 1000 as well as the default setting where K is data dependent 
and varies by record between 1 and 10.  For each replicate, the estimate of the population mean was then 
compared with the true population mean.  Comparisons between the imputed value and the true value at 
the record level were also completed. 
 

C. Results 

 

Table 1: Monte Carlo measures under uniform response for estimation of population mean 

K RB (%) CV (%) RRMSE (%) MAE RMSE 

Default -2.66 0.97 2.84 2811.74 5473.06 

1 -2.56 0.97 2.74 2811.96 5471.01 

5 -2.71 0.97 2.88 2840.92 5515.12 

10 -2.76 1.00 2.93 2882.35 5565.58 

15 -2.75 1.04 2.94 2913.25 5633.85 

20 -2.73 1.03 2.92 2932.69 5662.16 

30 -2.74 1.01 2.92 2961.40 5698.16 

500 -2.23 1.08 2.48 3276.02 6031.96 

1000 -1.77 1.13 2.10 3394.50 6152.03 

 

27. As can be seen in table 1, for the tested values of K, the record level measures, MAE and RMSE, 
are minimized when K is equal to 1.  The coefficient of variation is also minimized when K is equal to 1. 
It is only for very large values K, (at some point beyond K = 30, where the imputation more resembles 
random imputation at the overall level) that the bias begins to decrease past the point of where it is at 
when K is equal to 1.   
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28. In this simulation, RRMSE will be minimized for very large values of K due to the bias when K 
is small.  This bias appears due to poor selection and weighting of the auxiliary variables.  In the second 
simulation, we will show how proper feature weighting and selection can improve this situation. 
 
29. Typically, as in machine learning, the nearest neighbour algorithm assigns a value by taking the 
average of all records in the neighbourhood.  In this context, an increase of K will increase the bias but 
decrease the variance.  One common argument against this is that selecting one donor from the 
neighbourhood ensures that the imputed value is an appropriate one.  If taking the mean of all values in 
the neighbourhood, the mean value may not be one that appears in the data.  For instance if the variable 
of interest is discrete and can take on one of many integer values, the average value may not be an integer 
and thus is clearly incorrect.  Also, if imputing multiple variables simultaneously, consistencies between 
imputed values may no longer hold when taking the mean of all neighbours.  Keeping this in mind, it was 
still of interest to see what effect taking the mean of the neighbourhood would have on the parameter 
estimates relative to selecting a donor randomly from the neighbourhood. 
 
30. Fortunately, CANCEIS retains information on which records were contained in the 
neighbourhoods of each imputed record (in the NMCIA file mentioned previously) and from this, the 
framework is also able to determine the Monte Carlo measures if CANCEIS were to impute using the 
mean of the neighbourhood rather than a random selection from the neighbourhood.  Table 2 shows these 
measures for the same simulation as Table 1.  As can be seen, when considering estimates of the mean, 
imputation with the mean of the neighbourhood performs comparably to random selection for measures 
of RB, CV and RRMSE.  However, the record level measures of MAE and MSE are much better when 
using the mean of the neighbourhood to impute the value. 
 
Table 2: Monte Carlo measures under uniform non-response for estimation of population mean, 

using the mean of the neighbourhood 

K RB (%) CV (%) RRMSE (%) MAE RMSE 

Default -2.67 0.91 2.82 2514.25 4958.20 

1 -2.56 0.98 2.74 2811.96 5471.01 

5 -2.69 0.83 2.82 2269.74 4504.33 

10 -2.76 0.83 2.88 2193.97 4386.41 

15 -2.76 0.83 2.88 2168.96 4352.26 

20 -2.74 0.83 2.87 2155.29 4332.66 

30 -2.78 0.83 2.90 2147.15 4324.97 

 
31. It would appear that mean value imputation outperforms random selection imputation with no 
drawbacks; however, when examining the distribution measures, we found that the mean of the 
neighbourhood tends to not maintain the distribution of the variable of interest, especially when the value 
of K is large, as shown in tables 3 and 4.  If the user is not particularly interested in maintaining the 
distribution of the data, and/or the user would like imputation as accurate as possible at the record level, 
they may consider using mean selection rather than random selection. 
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Table 3: Relative bias under uniform non-response for estimation of population quartiles using 

the mean of the neighbourhood 

K RB (%) Lower Quartile RB (%) Median RB (%) Upper Quartile 

Default 6.96% 3.33% -4.63% 

1 -0.28% -0.70% -3.42% 

5 19.61% 4.43% -6.04% 

10 24.97% 7.80% -7.49% 

15 25.04% 9.52% -8.30% 

20 25.40% 10.91% -8.62% 

30 27.81% 12.62% -9.12% 

    

Table 4: Relative bias under uniform non-response for estimation of population quartiles using 

random selection of the neighbourhood 

K RB (%) Lower Quartile RB (%) Median RB (%) Upper Quartile 

Default -0.39% -0.71% -3.45% 

1 -0.28% -0.70% -3.42% 

5 -0.32% -0.69% -3.55% 

10 -0.33% -0.76% -3.54% 

15 -0.31% -0.81% -3.50% 

20 -0.22% -0.66% -3.50% 

30 -0.19% -0.77% -3.48% 

 

V. Simulation Two: Feature Selection 
 
32. As described earlier, the framework can be used as a wrapper in order to perform feature 
selection and/or to choose distance measures.  In this simulation, we will examine the performance of 
three feature selection methods: the ReliefF algorithm, Kononenko (1994), and feature selection using the 
mean decrease in accuracy and mean decrease in GINI measures that are output from the random forest 
algorithm, Breiman (2001).   
 

A. ReliefF 
 
33. The ReliefF algorithm is an extension of the Relief algorithm developed by Kira and Rendell 
(1992) designed to work for multiclass problems.  The Relief algorithm works under the same 
assumption to that of the nearest neighbour algorithm, that is, records belonging to the same class will 
have auxiliary information that is similar if that auxiliary information is predictive of the variable of 
interest.   
 
34. The algorithm operates by taking a random record from the dataset and finds its nearest 
neighbour from both the same class (the nearest hit) and from a different class (the nearest miss).  If the 
nearest hit has different values for the auxiliary variables from the random record, this is bad and a vector 
of weights is updated negatively by the distance between the auxiliary variables of the nearest hit and the 
random record.  If the nearest miss has different values for the auxiliary variables from the random 
record, this is good and a vector of weights is updated positively by the distance between the auxiliary 
variables of the nearest hit and the random record.   This process is repeated n times and results in a 
vector of weights of relative importance that can be directly transferred to CANCEIS. 
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35. The ReliefF algorithm was used in the 2016 Canadian census for the Admission Category topic 
to determine weights of auxiliary variables used in CANCEIS.  As well, its use may be examined for 
other topics in the 2021 Census through the use of this framework. 
 

B. Mean Decrease Accuracy and Mean Decrease GINI 
 
36. There are two measures of variable importance that are calculated as a by-product of running the 
random forest algorithm.  The first, mean decrease in accuracy, for each auxiliary variable, randomly 
permutes that variable and then runs each record in the out of bag (OOB) dataset through the forest and 
calculates the accuracy.  This is compared with the unpermuted OOB calculated accuracy in order to 
determine that variable’s importance through a measure of how much accuracy was lost due to 
permutation.  The second, mean decrease in GINI, for each auxiliary variable, calculates how much of a 
decrease in GINI is created when a tree is split using that variable.  If a variable is responsible for a large 
decrease in GINI it is likely predictive of the variable of interest.  Zabala (2015) studied the importance 
measures of the random forest algorithms use to determine weights in CANCEIS for Statistics New 
Zealand. 
 

C. Data 
 
37. The data used is the same as that of simulation one. 
 
38. Two separate simulations will be performed, the first will test the feature selection algorithms 
under a uniform response mechanism with probability of response of 70%.  The second will use a non-
uniform response mechanism dependent on x, by assigning a probability of response as follows: 
 

𝑝𝑖 =  
1

1 + exp(𝛾0 + 𝛾1𝑥1,𝑖)
, 

where: 
𝑥1,𝑖  is equal to the income value for respondent 𝑖, one of the 20 auxiliary variables and 

𝛾0 and 𝛾1are set such that the overall response rate is approximately  70% in each sample. 
 

D. Setup 
 
39. When applying the feature selection algorithms, the variable of interest; child or spousal support 
payments, was binned into deciles.  This is due to the fact that while there does exist a version of the 
Relief algorithm that works with continuous variables of interest, the algorithm performs better in our 
experience with categorical variables of interest.  Similarly, many of the auxiliary variables, such as, total 
income were also binned into deciles.  This binning process was only completed for the feature selection 
process and the variables were not binned for the nearest neighbour algorithm. 
 
40. Feature selection was performed on a dataset of 10,000 records sampled randomly from the 
remaining records that were not selected as part of the 7,528 records sampled in section IV subsection A. 
 
41. For the ReliefF algorithm, all records that received a weight of greater than 0.005 were kept and 
the corresponding (rounded) weight was used in CANCEIS.  This amounted to only 6 of the 20 auxiliary 
variables being kept.  When using mean decrease in accuracy and mean decrease in GINI, all variables 
were kept and were given weights equal to their relative importance as determined by the algorithms. 
 
42. CANCEIS was run using default settings for all system parameters with only the weights of the 
auxiliary variables changed depending on the results of the feature selection algorithms. 
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E. Results 

 
Table 5: Monte Carlo measures under uniform response for estimation of the population mean 

Feature Selection Method RB (%) CV (%) RRMSE (%) MAE RMSE 

ReliefF 0.02 1.02 1.02 2606.75 5502.57 

Mean Decrease Accuracy -0.70 0.97 1.20 2555.18 5314.93 

Mean Decrease GINI -1.32 1.01 1.66 2763.51 5648.64 

Equal Weight -2.66 0.98 2.84 2882.35 5565.58 
 

Table 6: Monte Carlo measures under non-uniform response dependent on total income for 

estimation of the population mean 

Feature Selection Method RB (%) CV (%) RRMSE (%) MAE RMSE 

Mean Decrease GINI 0.29 0.90 0.95 2434.45 4892.46 

Mean Decrease Accuracy -0.09 0.97 0.97 2604.86 5154.14 

Equal Weight -0.81 0.89 1.20 2663.48 5019.77 

ReliefF 0.81 0.99 1.28 2480.07 5101.96 

 
43. Tables 5 and 6 show the importance of feature selection and weighting in the nearest neighbour 
imputation process.  Using the same dataset and response mechanism as in simulation one, table 5 shows 
a marked improvement over the results of simulation one (the equal weighting strategy).  By eliminating 
superfluous variables from the algorithm and increasing the weight of highly predictive variables, the 
ReliefF algorithm saw a reduction in absolute bias of 2.64% over the equal weighting strategy of 
simulation one.  The ReliefF algorithm also achieves a comparable variance to that of the equal weighting 
strategy and performs better at the record level. 
 
44. Tables 5 and 6 also show how data dependent the results of feature selection can be and how 
important proper testing is.  Under the uniform response mechanism ReliefF is the best performer among 
the tested feature selection methods in terms of RRMSE, but under the non-uniform mechanism, ReliefF 
performs only comparably to the equal weighting strategy.  Proper testing rather than relying on a single 
method can lead to better imputation results. 
 
45. We can now revisit simulation one and the choice of K using properly weighted auxiliary 
variables.  Using the same replicate datasets as in simulation one, but with weights chosen using the 
ReliefF algorithm, simulation one was repeated and results can be seen in table 7.  In this table we can 
see that, in general, for this dataset under a uniform response mechanism, imputation quality decreases as 
K increases.  In fact, for all measures calculated, K = 1 outperforms all other strictly enforced values of K.  
It is interesting to note that the default setting of K, where the choice of K is data dependent, performs 
very similarly to when K = 1.  This however is not entirely surprising as using the default settings, in this 
case, almost 67% of records selected a donor from only one neighbour, with the average neighbourhood 
being of size 1.67.  
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Table 7: Monte Carlo measures under uniform response for estimation of population mean using 

ReliefF weights 

K RB (%) CV (%) RRMSE (%) MAE RMSE 

Default 0.02 1.02 1.02 2606.75 5502.57 

1 -0.22 1.01 1.03 2584.01 5412.83 

5 -0.38 1.02 1.09 2628.60 5515.57 

10 -0.34 1.03 1.08 2654.35 5570.65 

15 -0.50 1.01 1.13 2654.82 5555.96 

20 -0.57 1.04 1.19 2665.18 5585.50 

30 -0.79 1.00 1.28 2670.23 5549.77 

500 -0.80 1.03 1.30 2677.64 5587.86 

1000 -0.73 1.04 1.27 2680.64 5578.90 

 

 

VI. Subject Matter Expertise 
 
46. There are some potential issues that the user must consider when using the framework.  The user 
must first make an assumption on what response mechanism to use when creating the replicate datasets.  
This assumption can have a large effect on what the optimal parameterization for a particular imputation 
strategy will be.   As was seen in simulation two, if the user believes the response mechanism is uniform, 
then the proper feature selection method according to the framework was the ReliefF algorithm.  
However, if the user believes the response mechanism is non-uniform and depends on total income, the 
best performing feature selection method was the mean decrease GINI.   
 
47. The user also has to make the assumption that the sample they are using is truly representative of 
the population.  It is possible that what the framework deems optimal during the simulation for the 
sample the user has may not be optimal for future data.  For these reasons, it is suggested that the 
framework not be used as a replacement for subject matter expertise, but rather be used in conjunction 
with it.  The results should not be taken as absolute truth, but rather should be examined and discussed 
with subject matter knowledge in mind. 

 

VII. Future Work 
 

A. Extension to Operate in Conjunction with BANFF 
 

48. In addition to CANCEIS, Statistics Canada also performs edit and imputation through another 
system developed at Statistics Canada called BANFF.  BANFF performs similarly to CANCEIS and is 
mainly used to edit and impute continuous data for business surveys.  In the future, we would like to 
extend the framework described in this paper to work in conjunction with BANFF so that a wider 
community of users, both internal and external, may benefit from it. 
 

B. Generalization of the Framework 

 
49. The current framework is in its infancy and is hardcoded to only produce Monte Carlo measures 
of bias, variance and mean squared error for population means and quartiles.  In the future, a generalized 
version that allows the user to determine the parameter of interest is desired.  Similarly, the framework 
currently only handles numeric variables of interest.  The ability to handle categorical variables of 
interest will also be looked at in the future. 
 

 

 

 



 

 11 
 

C. Examination of Past Census Imputation Strategies 

 
50. Most of the strategies used to impute the Canadian census have relied heavily on both subject 
matter knowledge and the previous strategies before them.  Using this framework, we may revisit some 
of these strategies and review their parameterization. 
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