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I. Introduction 
 
1. Big data are becoming more and more important as additional data sources for Official Statistics (OS).  
Istat set up three projects aimed to experiment three different roles of Big data sources, namely: (i) “new” 
sources enabling access to data not yet collected by Official Statistics (ii) “additional” sources to be used in 
conjunction with traditional data sources and (iii) “alternative” sources fully or partially  replacing traditional 
ones.  
 
2. The project named “Persons and Places” makes use of Big data sources with role (i), by performing 
mobility analytics based on call data records. The experimentation is focused on the production of the 
origin/destination matrix of daily mobility for purpose of work and study at the spatial granularity of 
municipalities, as well as on the production of statistics on the so-called city users. 
 
3. The “Google Trends” project considers the possible usage of Google Trends results to improve 
prediction results, by focusing on nowcasting and forecasting estimates of some indicators such as the 
unemployment rate; the project falls into the category (ii). The major outcomes are: the test of Google Trends 
on Italian data in the Labour Force domain, monthly prediction capabilities and possibly finer territorial level 
estimation (i.e. small area estimation). 
 
4. The project “ICT Usage” tests the adoption of Web scraping, data mining  and text mining techniques 
for the purpose of  studying the usage of ICT by enterprises and public institutions. Starting from lists of 
enterprises and institutions respondents used by Istat within a dedicated survey, the project verifies the 
effectiveness of automated techniques for Web data extraction and processing. It belongs to the category (iii). 
 
5. In this paper, before briefly outlining the main features of such projects, we introduce some of the most 
relevant technologies that are either used directly by the projects or the usage of which is envisioned. Then, we 
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discuss the principal IT issues that emerged in the three projects, by classifying them in three phases of the 
statistical production process namely: Collect, Design and Processing/Analysis. 
 
6. The contribution of the paper is both in the overview of Big data technologies relevant for OS and in the 
description and classification of IT issues as derived from the practical projects we are working on at Istat. 
 
 

II. Background on Big data technologies (used in experimental projects) 
 
A. Internet as a Data Sources: Phases     
 
7. Currently, the Web is mainly based on documents written in HTML, a markup convention that is 
used for coding text interspersed with multimedia objects including images, videos, interactive forms and so 
on. 
 
8. The number of Web documents and the amount of information is overwhelming, but, luckily, 
HTML documents are intelligible both by machine and humans so it is possible to automate the collecting 
and content filtering phases of the HTML pages. 
 
9. The first task is related to the retrieval of the Web pages; to the purpose, it is necessary to properly 
configure and launch a Web crawler (see Figure 1). A Web crawler (also called Web spider or ant or robot) 
is a software program that systematically browses the Web starting from an Internet address (or a set of 
Internet addresses) and some pre-defined conditions (e.g., how many links navigate in depth, types of files to 
ignore, etc.). The Web crawler downloads all the Web resources that is able to reach from the starting 
point(s) according to the defined conditions. Web crawling operations are often  executed for the purpose of 
Web indexing (i.e. indexing Web contents). 
 
10. Data scraping is a technique in which a computer program extracts data typically from human-
readable sources. In particular Web scraping (or Web harvesting or Web data extraction) is the process of 
automatically collecting information from the World Wide Web (see Figure 1). A scraper takes Web 
resources (documents, images, etc.), and engages a process for extracting data from those resources, 
finalized to data storage for subsequent elaboration purposes. Crawling and scraping operations may violate 
the rights of the owner of the information and/or user agreements about the use of Web sites. Many sites 
include a file named “robots.txt” in their root to specify how and if crawlers should treat that site; in 
particular, the file can list URLs that a crawler should not attempt to visit. These can be specified separately 
per crawler (user-agent) if desired. 
 
11. In Figure 1, crawling and scraping are followed by a searching task. Searching operations on a huge 
amount of data can be very slow, so it is necessary (through crawler) to index contents. If the content to be 
indexed is not plain text, an extraction step must be performed before indexing (there are software to extract 
text from the most common rich-media document formats). The indexing step typically comes after an 
analysis step. Analysers tokenize text by performing any number of operations on it, which could include: 
extracting words, discarding punctuation, removing accents from characters, lowercasing (also called 
normalizing), removing common words, reducing words to a root form (stemming), or changing words into 
the basic form (lemmatization). The whole process is also called “tokenization”, and the chunks of text 
pulled from a stream of text are called “tokens”.  
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Figure 1: Exploiting Internet as a data sources: phases 

 
 
B. Google Trends   
     
12. While we search terms using Google Search, Google makes statistics on them. Google Trends 
exploits such statistics and made them available through a public Web application. Google Trends draws 
graphs showing how often a particular search-term is entered relative to the total search-volume across 
various regions of the world, and in various languages. This kind of graph is called “main graph”. The 
horizontal axis of the main graph represents time (starting from 2004), and the vertical is how often a term is 
searched divided by the total number of searches. It is possible to refine the main graph by region, time 
period, categories and Google services (e.g. Image, News, YouTube) and download data underlying the 
graph in CSV format. By default search parameters are worldwide, 2004 – present, all categories, Web 
search. Google classifies search queries into multilevel-tree categories using an automated classification 
engine. Queries are assigned to particular categories using natural language processing methods. Although 
an API to accompany the Google Trends service was officially announced, currently only a few unofficial 
Google Trends API tools have been released. Google Trends also includes the lists of Hot Topics and Hot 
Searches. Hot Topics measure trending terms in news and social media feeds like Twitter. This is not a 
measure of searches, but it is a measure of what people are talking about on the Internet. Hot Searches 
measure searches that are the fastest (peak of search query terms) rising at the moment. This is not an 
absolute measure of popularity, as the most popular searches tend to stay the same according to Google. 
Trends are relative increases in popularity, such as searches for the latest gadget announcement or music 
video release. Google Trends is on the Web at  www.google.com/trends. 
 
C. Big data Architectures  
 
13. There are frameworks specifically introduced to deal with the huge size of Big data sources.  
Map-Reduce is a programming model and an associated implementation for processing and generating large 
data sets. Users specify a map function that processes a key/value pair to generate a set of intermediate 
key/value pairs, and a reduce function that merges all intermediate values associated with the same 
intermediate key. Programs written in this functional style are automatically parallelized and executed on a 
large cluster of commodity machines. The run-time system takes care of the details of partitioning the input 
data, scheduling the program’s execution across a set of machines, handling machine failures, and managing 
the required inter-machine communication. This allows programmers without any experience with parallel 
and distributed systems to easily utilize the resources of a large distributed system.  
 
14. Google MapReduce is a software framework that allows developers to write programs for 
processing Map-Reduce problems across huge datasets using a large number of computers (nodes), 
collectively referred to as a cluster (if all nodes are on the same local network and use similar hardware) or 
a grid (if the nodes are shared across geographically and administratively distributed systems, and use more 
heterogenous hardware). It was developed at Google for indexing Web pages and replaced their original 
indexing algorithms and heuristics in 2004. Computational processing can occur on data stored either in 
a filesystem (unstructured) or in a database (structured). MapReduce can take advantage of locality of data, 
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processing data on or near the storage assets to decrease transmission of data. The framework is divided into 
two parts: a Map function that parcels out work to different nodes in the distributed cluster and a Reduce 
function that collates the work and resolves the results into a single value. The framework is fault-
tolerant because each node in the cluster is expected to report back periodically with completed work and 
status updates. If a node remains silent for longer than the expected interval, a master node makes note and 
re-assigns the work to other nodes. 
 
15. The state of the art for processing Map-Reduce tasks is Hadoop, which is an open-source framework 
that  has become increasingly popular over the past few years.  Hadoop's MapReduce and its distributed file 
system component named HDFS (Hadoop distributed File Sistem) originally derived respectively 
from Google's MapReduce and Google File System (GFS) papers. 
 
16. With Hadoop on the rise, Google has moved forward with its own internal work. Google BigQuery 
is the external implementation of one of the company’s core technologies (whose code name is Dremel) and 
is defined a fully-managed and cloud-based interactive query service for massive datasets, in other words it  
is a product that wants to solve the problem of querying massive datasets by enabling super-fast, SQL-like 
queries against append-only tables. The user should move her  data into BigQuery and let the processing 
power of Google's infrastructure handle the work. BigQuery can be accessed by using a browser tool or 
a command-line tool, or by making calls to the BigQuery REST API using a variety of client libraries such 
as Java, PHP or Python. There are also a variety of third-party tools that it is possible to use to interact with 
BigQuery, such as visualization tools or tools for data loading. While MapReduce/Hadoop is suitable for 
long-running batch processes such as data mining, BigQuery is probably the best choice for ad hoc queries 
that require results as fast as possible. 
 
 

 
Figure 2: Big data architectures 

 
 
 
 
D. NoSQL Databases 
       
17. NoSQL database, also called Not Only SQL, is an approach to data management and database design 
that is useful for very large sets of distributed data. NoSQL, which encompasses a wide range of technologies 
and architectures, seeks to solve the scalability and big data performance issues that relational databases were 
not designed to address. NoSQL is especially useful to access and analyze massive amounts of unstructured data 
or data that are stored remotely on multiple virtual servers . Contrary to misconceptions caused by its name, 
NoSQL does not prohibit structured query language (SQL) infact the community now translates it mostly with 
"not only sql". While it is true that some NoSQL systems are entirely non-relational, others simply avoid 
selected relational functionality such as fixed table schemas and join operations. For example, instead of using 
tables, a NoSQL database might organize data into objects, key/value pairs or tuples. Significant categories of  
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NoSQL databases are: (i) Column-oriented, (ii) Document-oriented, (iii) Key value/ Tuple store and (iv) graph 
databases. 
 

 
III. Description of experimental projects 
 
18. Istat set up a technical Commission in February 2013 with the purpose of designing a strategy for Big 
data adoption in Official Statistics. The Commission has a two-years duration and is composed by people 
coming from three different areas: one of course is Official Statistics, a second one is Academia, with people 
coming from both the statistical field and the computer science one, and a third one is the Private Sector, 
represented by some vendors of Big data technologies.  
 
19. The workplan of the Commission identified two major activities: a top-down one, consisting of an 
analysis of the state of the art of research and practice on Big data and a bottom-up one, setting up three 
experimental projects in order to concretely test the possible adoption of Big data in Official Statistics. In the 
following we provide some details on the experimental projects. 
 
A. Persons and Places 
 
20. The project focuses on the production of the origin/destination matrix of daily mobility for purpose of 
work and study at the spatial granularity of municipalities, as well as for the production of statistics on the so-
called city users, that is Standing Resident, Embedded city users, Daily city user,s and Free city users. In 
particular, the project has the objective to compare two approaches to mobility profiles estimation, namely: (i) 
Estimation based on mobile phone data and (ii) Estimation based on administrative archives.  
 
21. In Estimation based on mobile phone data, users’ tracking by GSM phone calls results in Call Data 
Records (CDRs) that include: (i) anonymous ID of the caller, start(end) ID calling cell, start time, duration. 
Given CDRs, a set of deterministic rules define mobility profiles. For instance, a rule for a Resident could be: 
“at least a call in the evening hours during working days”. A subsequent, unsupervised learning method is 
applied to refine the results obtained by deterministic rules, as well as to estimate more complex profiles , like 
e.g. Embedded Users. 
 
22. Estimation based on administrative archives allows to estimate the same mobility profiles as the 
previously described approach but relying on archives related to schools, universities, work and personal data 
available by Italian municipalities.    
 
23. The project has the important goal to evaluate, as much as possible, the quality of Big data based 
estimation with respect to estimation based on administrative data sources. 
 
 
B. Google Trends  
 
24. The project aimes to test the usage of Google Trends(GT) for forecasting and nowcasting purposes in 
the Labour Force domain. GT can serve the purpose of monthly forecasting; as an example, while in February 
we use to release the unemployment rate related to January, the monthly forecasting could allow to release 
simultaneously the prediction of the unemployment rate related to February.  Moreover, the project has the 
further object to release estimates at a finer territorial level (e.g. Italian provinces) by relying on available GT 
series.  GT performance will be evaluated with respect to basic autoregressive model as well as with respect to 
more complex macroeconomics prediction models.  
 
C. ICT Usage  
 
25. The Istat sampling survey on “ICT in enterprises” aims at producing information on the use of ICT and 
in particular on the use of Internet by Italian enterprises for various purposes (e-commerce, e-recruitment, 
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advertisement, e-tendering, e-procurement, e-government). To do so, data are collected by means of the 
traditional instrument of the questionnaire.  
 
26. Istat started to explore the possibility to use Web scraping techniques, associated in the estimation 
phase with text and data mining algorithms, in order to substitute traditional instruments of data collection and 
estimation, or to combine them in an integrated approach. 
 
27. The 8,600 Websites, indicated by the 19,000 respondent enterprises, have been “scraped” and acquired 
texts processed in order to try to reproduce the same information collected via questionnaire.  
The overall accuracy of the estimates will be evaluated by taking into account losses (model bias) and gains 
(sampling variance) due to the new approach.  

 
  

IV. Classifying IT issues of Big data for Official Statistics 
 
28. From the perspective of Big data processing within the statistical process, we identify IT issues in most 
of the phases of the statistical production process, namely: Collect, Design and Processing/Analysis. 
 
29. Let us notice that: (i) the Design phase is voluntarily postponed to the Collect one, as the “traditional” 
Design phase is not anymore present for Big data, given that Big data sources are not under a direct control; (ii) 
Processing and Analysis could be reasonably collapsed in one phase, given the methods that could be used (see 
more later in the paper); (iii) some important phase of the statistical production process, like Dissemination, do 
not have specific IT issues to be dealt with, as NSIs are not Big data providers so far. 
 

Collect     
 
30. The collection phase for Big data is mainly limited by the availability of data by Big data providers. 
Such availability can be jeopardized by: (i) Access control mechanisms that the Big data provider designedly set 
up and/or (ii) Technological barriers.  According to our experience, both projects “Google Trends” and “ICT 
Usage”  had to face problems related to a limited data access.  
 
31. In the case of “Google Trends” the problems where of type (i), that is related to the absence of an API, 
preventing from the possibility of accessing Google Trends data by a software program. Hence, unless such API 
will be actually released it is not possible to foresee the usage of such a facility in production processes. 
Moreover, this case let also think of how the dependence on a private Big data provider is risky given the lack 
of control on the availability and continuity of the data provision service.  
  
32. In the case of “ICT Usage”,  there were both types of availability problems, and indeed, the Web 
scraping activity was performed by attempting the access to 8647 URLs of enterprises’ Web sites, but only 
about 5600 were actually accessed.  With respect to type (i) availability, actually some scrapers were 
deliberately blocked, as by design some parts of the sites were simply not made accessible by software 
programs. As an example, some mechanisms were in place to verify  that a real person was accessing the site, 
like  CAPTCHA usage. With respect to type (ii) availability, the usage of some technologies like Adobe Flash 
simply prevented from accessing contents, though any access control mechanisms had explicitly been 
considered by providers. 
 

Design  
 
33. Even if a traditional survey design cannot take place, the problem of “understanding” the data 
collected in the previous case does exist. From an IT perspective, an important support to the task can be 
provided by semantic extraction techniques. Such techniques usually come from different computer science 
areas, including mainly knowledge representation and natural language processing. 
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34. The knowledge extraction from unstructured text is still an hard task, though some preliminary 
automated tools are already available.  For instance, the tool FRED (http://wit.istc.cnr.it/stlab-tools/fred)  
permits to extract an ontology from sentences in natural language.  
 
35. In the case of “ICT Usage”  we did have the problem of extracting some semantics from the 
documents resulting from the scraping task. So far, we have performed such a semantic extraction by simply 
human inspection of a sample of the sites. However, we plan to adopt techniques that could concretely help  
to automate as much as possible this manual activity. 
 
36. The semantic extraction task can also involve non-text sources. For instance, in the case of the “ICT 
Usage”, we identified that relevant semantics could be conveyed by images. Indeed, the presence of an 
image related to a shopping cart was important in order to discriminate if an enterprise did or not e-
commerce. 
 

Processing/Analysis 
 
37. The three different projects we are carrying out had several IT issues related to this task.  
A possible classification of such issues include the following categories:  (i) Big size, possibly solvable by 
Map-Reduce algorithms; (ii) Model absence, possibly solvable by learning techniques, (iii) Privacy 
constraints, solvable by privacy-preserving techniques. (iv) Streaming data, solvable by event data 
management systems and real-time OLAP.  
 
38. Though, technological platforms for Map-Reduce tasks are available, the problem of formulating 
algorithms that can be implemented according to such a paradigm do exist. In particular, to the best of our 
knowledge, there are examples of Map-Reduce algorithms for basic graph problems such as minimum spanning 
trees, triangle counting, and matching. In the combinatorial optimization setting, Map-Reduce algorithms for the 
problems of maximum coverage, densest subgraph, and k-means clustering  were obtained recently. These 
algorithms describe how to parallelize existing inherently sequential algorithms, while almost preserving the 
original guarantees.   
 
39. In “Persons and Places” it would be very interesting to match mobility-related data with data stored in 
Istat archives, and hence a record linkage problem should be solved. Record linkage is a computational hard 
task even with data that do not have the Big dimensionality. When data are instead Big, the usage of dedicated 
algorithm is mandatory. As an example, Dedoop (Deduplication with Hadoop) (http://dbs.uni-
leipzig.de/publication/title/dedoop_efficient_deduplication_with_hadoop ) is a tool based on the Map-Reduce 
programming model, exploiting the fact that for record linkage pair-wise similarity computation can be 
executed in parallel. More specifically, Dedoop can execute three kind of MapReduce tasks: (i) Blocking-based 
Matching. Dedoop provides implementations based on MapReduce for standard Blocking and Sorted 
Neighborhood. (ii) Data analysis. Dedoop also supports a data analysis that permits to execute automatic load 
balancing techniques in order to minimize execution times by taking into account the fact that execution time is 
often dominated by few reduce tasks (due to data skew). (iii)  Classifier Training. Dedoop trains a classifier on 
the basis of predefined labels by emplyong learners of WEKA (such as SVM or Decision trees) and ships the 
resulting classifiers to all nodes of Hadoop distributed cache mechanism.  

 
40. Model absence, possibly solvable by learning techniques. Unsupervised or supervised techniques could 
be used effectively to learn probabilities, distance functions, or other specific kind of knowledge on the task at 
hand. Indeed, in some applications it is possible to have an a priori sample of data for which it is known whether 
their status; such a sample is called labeled data. Supervised learning techniques assume the presence of a 
labeled training set, while unsupervised learning techniques does not rely on training data. 
 
41. In “ICT Usage” several supervised learning methods were used to learn the YES/NO answers to the 
questionnaire, including  classification trees, random forests and adaptive boosting.  
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42. In “Persons and Places”, an unsupervised learning technique, namely SOM (Self Organizing Map) was 
used to learn some mobility profiles, like “free city users” harder to estimate with respect to profiles (e.g. free 
city users) more confidently estimated by deterministic constraints. 
 
43. Some kinds of privacy constraints could potentially be solved in a proactive way by relying on 
techniques that work on anonymous data. Privacy-preserving  techniques for data integration and data mining 
tasks are indeed available.  
 
44. Examples of techniques to perform privacy-preserving data integration are [Agrawal et al. 2006]1 and 
[Scannapieco et al. 2007]2). Privacy preserving data integration permits to access data stored in distinct data 
sources by revealing only a controlled, a-priori defined set of data to the involved parties. More specifically, 
being S1 and S2 two data sources, and given a request R for data present at both peers, privacy preserving data 
integration ensures that: (i) an integrated answer A to the request R is provided to the user; (ii)  only A will be 
learnt by S1 and S2, without revealing any additional information to either party. Techniques are needed that 
focus on computing the match of data sets owned by the different sources, so that at the end of the integration 
process, data at each sources will be linked to each other, but nothing will be revealed on the on the objects 
involved in the process. 
 
45. This kind of approach could be used in the “Persons and Places” project. So far the phone company (i.e. 
Wind) provides, as mentioned, Called Data Records, where an anonymous ID of the caller is present. The 
approach could be applied if given a set of data “identifying” the caller (e.g. Surname, Name, Date of Birth), 
these are “transformed” for the purpose of being anonymous while preserving the properties necessary to match 
them with the corresponding fields in the Istat databases. This matching would be privacy preserving and would 
allow, for example, a nice demographic characterization of mobility profiles. 
 
46. Finally, streaming data are a relevant Big data category that does need to set up a dedicated 
management system as well as a dedicated technological platform for the purpose of analysis. Though we have 
not had  any direct experience on managing this kind of data in our project, we think it is a relevant one, and 
thus we will at least provide some illustrative example of its relevance.   
 
47. This category typically includes data from sensors, but it could also the case that some kind of 
continuously produced data, like e.g. tweets, could be treated in a similar way. Let us suppose that a monitoring 
task of Istat related tweets would be of interest, and that some actions must take place upon the occurrence of a 
specific event/tweet (e.g. related to errors on Istat published data). In this case, and Event Management System 
could track the tweets by interfacing Twitter in a continuous way, and it should manage the actions triggered 
according to rules defined on tweet contents (e.g. notifying a specific production sector about the possible 
occurrence of errors on data they published).    

 
V. Concluding Remarks 
 
48. IT issues discussed in this paper show the relevance of IT aspects for the purpose of adopting Big data 
sources in OS.  Some major remarks are: 

 Some IT issues also share some statistical methodological aspects. Hence the skills for dealing with 
them should come from the two worlds, by the data scientist profile. 

 Technological issues are important but probably easier to be solved than IT methodological issues as 
some solutions are already on the market. 

 

                                                      
1 [Agrawal et al. 2006]  R. Agrawal, D. Asonov, M. Kantarcioglu, Y. Li, Sovereign Joins, Proc. ICDE 2006. 
 
2  [Scannapieco et al., 2007] M. Scannapieco, I. Figotin, E. Bertino and A.K. Elmagarmid, Privacy Preserving 
Schema and Data Matching, Proc. of the 27th ACM SIGMOD Conference (SIGMOD 2007), 2007. 
 


