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Abstract and Paper 

Given the wide diversity of procedures that have been used for protecting sensitive data, there is considerable 
interest in developing a framework that is capable of bringing all (or at least most) of the methods under this 
framework. The permutation paradigm provides such a framework for many methods. In this study, we 
consider bistochastic anonymization in which the anonymized data Y are obtained from the original data using 
a bistochastic Markov transition matrix. We show that that this approach modifies the informational content in 
a way consistent with information theory. It also encompasses the two well know privacy models (k-anonymity 
and differential privacy). Finally, it provides a connection with the permutation paradigm thereby linking 
statistical disclosure control methods as well. 

 



Bistochastic Anonymization: A Unifying Approach to
Anonymization

ABSTRACT
We consider bistochastic anonymization, in which the anonymized

data Y are obtained from the original data X using a Markov tran-

sition matrix P that is bistochastic, that is, whose components are

nonnegative and sum to 1 both row-wise and column-wise. We

show that bistochastic anonymization unifies several fields. On

the one hand, it modifies the informational content of original

data in a way consistent with information theory. On the other

hand, it encompasses the main privacy models, differential privacy

and k-anonymity, and it connects with the permutation paradigm

underlying all statistical disclosure control masking methods.

CCS CONCEPTS
• Security and privacy→ Privacy-preserving protocols;Data
anonymization and sanitization.

KEYWORDS
Privacy preserving data publishing, randomized response,k-anonymity,

differential privacy, statistical disclosure control

ACM Reference Format:
. 2019. Bistochastic Anonymization: A Unifying Approach to Anonymiza-

tion. In Proceedings of ACM Conference on Computer and Communications
Security (ACM CCS 2019). ACM, New York, NY, USA, 6 pages. https://doi.

org/10.1145/nnnnnnn.nnnnnnn

1 INTRODUCTION
In the clash between pervasive big data collection and exploratory

big data analytics on the one hand and stronger data protection

legislation on the other hand, anonymization stands out as a way

to reconcile both sides. Indeed, the European General Data Protec-

tion Regulation (GDPR, [9]), which can be viewed as an epitome

of strong regulation, establishes that personally identifiable infor-

mation (PII) is no longer personal after anonymization. Hence,

anonymized data fall outside the scope of privacy regulations and

can be freely stored and processed. For anonymization to provide

effective privacy protection, it has to prevent disclosure. Disclosure

can occur if an intruder can determine the identity of the subject to

whom a piece of anonymized data corresponds —re-identification

disclosure—, or can estimate the value of a subject’s confidential

attribute after seeing the anonymized data —attribute disclosure.
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The traditional approach to anonymization, still very dominant

among statistical agencies, can be called utility-first. It essentially

consists of leveraging a repertoire of masking methods collectively

known as statistical disclosure control (SDC, [11]). An SDC method

with a heuristic parameter choice and suitable utility preservation

properties is run to anonymize the original data. Then the risk of

disclosure is assessed empirically (for example using record linkage

between the original and the anonymized data) or analytically

(using generic measures or measures tailored to a specific SDC

method). If the remaining risk is deemed too high, the data protector

tries an SDC method having more privacy-stringent parameters

and generally more utility loss. This process is iterated until the

risk is low enough.

The computer science approach to anonymization could be termed

privacy-first, and it is based on privacy models. A privacy model

is a privacy condition dependent on a parameter, that guarantees

an upper bound on the re-identification risk and perhaps on the

attribute disclosure risk. Each privacy model can be enforced using

one or several SDC methods. There are currently two main families

of privacy models, one based on k-anonymity [14] and the other

on ϵ-differential privacy [8], As shown in [5], the two families are

complementary and have their own merits.

Contribution and plan of this paper
A problem with the current state of the art in anonymization is that

it appears as a variegated collection of SDC methods and privacy

models. Whereas the permutation model [6] has been proposed to

give a conceptual connection among SDC methods, no encompass-

ing framework exists for privacy models.

The ambition of this paper is to break ground towards a frame-

work that not only unifies the two main families of privacy models

—differential privacy and k-anonymity— but also aligns anonymiza-

tion with information theory. The building block that we will use

is bistochastic anonymization, in which the anonymized data Y are

obtained from the original data X using a Markov transition matrix

P that is bistochastic, that is, whose components are nonnegative

and sum to 1 both row-wise and column-wise.

Section 2 gives background on the permutation model of SDC,

randomized response, k-anonymity and differential privacy. Sec-

tion 3 presents bistochastic anonymization as a special type of

randomized response and discusses its connection with permuta-

tion and its privacy guarantees. The alignment between bistochastic

anonymization and information theory is discussed in Section 4. Sec-

tion 5 connects bistochastic anonymization and differential privacy.

Section 6 shows how k-anonymity can be reached with bistochastic

anonymization. Finally, conclusions and directions for future work

are gathered in Section 7.
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Figure 1: The permutation model of statistical disclosure
control

2 BACKGROUND
2.1 The permutation model of SDC
In this section, we briefly review the permutation model of statisti-

cal disclosure control [6], which conceptually unifies SDC methods

by viewing them basically as permutation. This unification of SDC

will be useful in our endeavor to connect privacy models.

Consider an original attribute X = {x1,x2, · · · ,xn } observed
on n individuals and its anonymized version Y = {y1,y2, · · · ,yn }.
Assume these attributes can be ranked —even categorical nominal

attributes can be, using a semantic distance.

For i = 1 to n: compute j = Rank(yi ) and let zi = x (j ) , where x (j )
is the value of X of rank j. Then call attribute Z = {z1,z2, · · · ,zn }
the reverse-mapped version of X . For example, if original value

x1 ∈ X is anonymized as y1 ∈ Y , and y1 is, say, the 3rd smallest

value in Y , then take z1 to be the 3rd smallest value in X .

If there are several attributes in the original data set X and

anonymized data set Y, the previous reverse-mapping procedure is

conducted for each attribute; call Z the data set formed by reverse-

mapped attributes.

Note that: i) a reverse-mapped attribute Z is a permutation of

the corresponding original attribute X ; ii) the rank order of Z is

the same as the rank order of Y . Therefore, any SDC method for

microdata —individual records— is functionally equivalent to per-

mutation —transforming data set X into Z— followed by residual

noise —transforming Z into the anonymized data set Y. The noise
added is residual because by construction the ranks of Z and Y are

the same. A graphical representation of the permutation model is

given in Figure 1.

2.2 Randomized response
Let X be an original categorical attribute with r categories, and let

Y be its anonymized version. Given a value X = u, randomized

response (RR,[10, 18]) computes a value Y = v by using an r × r
Markov transition matrix

P =
*...
,

p11 · · · p1r
...

...
...

pr1 · · · pr r

+///
-

(1)

where puv = Pr(Y = v |X = u), for u,v ∈ {1, . . . ,r }.

The usual setting in RR is that each subject computes her ran-

domized response Y to be reported instead of her true response

X . We call this the ex ante or local anonymization mode. But it is

also possible for a (trusted) data collector to gather the original

responses from the subjects and randomize them in a centralized

way. This ex post mode corresponds to the Post-Randomization

method (PRAM, [12]).

Let π1, . . . ,πr be the proportions of respondents whose true

values fall in each of the r categories of X ; let λv =
∑r
u=1 puvπu

for v = 1, . . . ,r , be the probability of the reported value Y being

v . If we define λ = (λ1, . . . ,λr )
T

and π = (π1, . . . ,πr )
T
, then

λ = PT π . Furthermore, if
ˆλ is the vector of sample proportions

corresponding to λ and P is nonsingular, it is proven in [4] that an

unbiased estimator of π can be obtained as

π̂ = (PT )−1 ˆλ.

2.3 k-Anonymity
k-Anonymity [14] was the first privacy model. It assumes the at-

tributes in the data set to be protected can be split into identifiers

—that directly identify the subject to whom a record corresponds—

, quasi-identifiers (QIs) —that do not identify subjects if consid-

ered separately, but whose combination may, such as Job, Age and

Zipcode— and confidential attributes —that contain sensitive infor-

mation on the subject, such as Income or Diagnosis.

Identifiers are suppressed before anonymizing the data set. Then

an anonymized data set is said to be k-anonymous if each combina-

tion of QI attribute values is shared by a group of at least k records,

called a k-anonymous class. In this way, the re-identification risk

in a k-anonymous data set is at most 1/k .
k-Anonymity is usually enforced using generalization [14] or

microaggregation [7].

A variant of k-anonymity is anatomy [19]. Like standard k-
anonymity, anatomy relies on splitting the records in the data

set into classes of at least k records. However, unlike in standard

k-anonymity, the quasi-identifier values within each class are not

made equal. Instead, two tables are released for each class: one

contains the projection of the original records in the class on the

quasi-identifier attributes, and the other the projections of the orig-

inal records on the rest of attributes. The correspondence between

entries in the two tables of each class is not revealed: thus, if the

class contains k records, there are k! possible bijections between its

quasi-identifier value combinations and its value combinations for

the other attribues. In particular, given a quasi-identifier combina-

tion, the probability that an intruder finds the matching confidential

attribute values is at most 1/k , as in standard k-anonymity. This

can also be viewed as the rows of the table of quasi-identifier values

in the class being randomly permuted before release.

2.4 Differential privacy
A randomized query function κ gives ϵ-differential privacy (DP, [8])
if, for all data sets D1, D2 such that one can be obtained from the

other by modifying a single record, and all S ⊂ Ranдe (κ), it holds

Pr(κ (D1) ∈ S ) ≤ exp(ϵ ) × Pr(κ (D2) ∈ S ). (2)

In plain words, the presence or absence of any single record is not

noticeable (up to exp(ϵ )) when seeing the outcome of the query.
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Hence, this outcome can be disclosed without impairing the privacy

of any of the potential respondents whose records might be in the

data set.

DP is usually enforced using noise addition on the true outcome

of the query, in order to obtain an outcome ofκ that is a noise-added

version of the true outcome. The smaller ϵ , the more noise is needed

to make queries on D1 and D2 indistinguishable up to exp(ϵ ).

3 BISTOCHASTIC ANONYMIZATION
In RR, the only requirement on P is that it be stochastic, that is,

that the probabilities in each row sum to 1. If we require both the

rows and the columns to sum to 1, we have a bistochastic transition

matrix P. Thus, we can define:

Definition 3.1 (Bistochastic anonymization). Bistochastic anonymiza-

tion is randomized response (no matter whether ex ante or ex post)
in which the transition matrix P is bistochastic.

3.1 Bistochastic anonymization and
permutation

A bistochastic randomized response matrix P can be expressed

as a convex combination of permutation matrices by using the

Birkhoff-Von Neumann theorem, which we next recall:

Theorem 3.2 (Birkoff-Von Neumann, [2]). An r ×r bistochastic
matrix P can always be expressed as

P =
J∑
j=1

λjPj (3)

with 0 ≤ λj ≤ 1 for all j,
∑J
j=1 λj = 1 and P1, . . . ,PJ being r × r

permutation matrices.

While there are r ! possible permutations of r categories, one can
always find a minimal combination with (r − 1)2 + 1 permutation

matrices that satisfies Expression (3) if P is an r × r matrix [3].

Theorem 3.2 complements the permutation model reviewed

in Section 2.1 by showing that permutation is also the essential

principle behind bistochastic anonymization. Since bistochastic

anonymization will be shown to be related to differential privacy

(Section 5) and k-anonymity (Section 6), this means that permuta-
tion is the foundation not only of SDC methods but also of the main
privacy models.

However, bistochastic anonymization makes use of permutation

in a slightly different from the permutation model. The permutation

model considers a crisp permutation within the data set domain: it
yields values occurring in the data set, except perhaps for a small

noise addition that does not alter ranks. In contrast, bistochastic

anonymization is described by Theorem 3.2 as a probabilistic per-
mutation within the domain of attributes:
• The transition matrix maps true values in the original data

set to reported values that can in general be any value in the

domain of the attributes —perhaps very different from the

attribute values occurring in the data set.

• Expression (3) can be viewed as a probabilistic permutation:

each permutation matrix Pj has a probability λj of being
actually used. Only if λj = 1 for some j in Expression (3) is

permutation Pj certain to occur.

3.2 Privacy guarantees of bistochastic
anonymization

Given a reported response, the privacy guarantees of bistochastic

anonymization are the same of plain randomized response, namely

plausible deniability and secrecy.
• By the Bayes’ formula:

p̂vu = Pr(X = u |Y = v ) =
puvπu∑

u′=1 pu′vπu′
.

• Given a reported Y = v , deniability can be measured as the

conditional entropy (uncertainty) on the true answer X :

H (X |Y = v ) = −
r∑

u=1
p̂vu log

2
p̂vu .

• If the probabilities within each column of P are identical, then
p̂vu = πu , for u,v ∈ {1, . . . ,r }, and H (X |Y = v ) = H (X ) for
any v , and thus H (X |Y ) = H (X ) (Shannon’s perfect secrecy,
[15]).

• The price paid for perfect secrecy is a singular matrix P, so
no unbiased estimator π̂ can be computed.

Thus we can state the following proposition.

Proposition 3.3. If P is an r × r randomized response matrix (not
necessarily bistochastic or differentially private), then 0 ≤ H (X |Y ) ≤
log

2
r , with H (X |Y ) = 0 occurring when P is a permutation matrix

and H (X |Y ) = log
2
r = H (X ) when all components of P are equal to

1/r .

Proof. When P is a permutation matrix, each column of P con-

tains exactly one 1 with the remaining components being zero.

Hence, for all columns v we have H (X |Y = v ) = 0, and thus the

average of H (X |Y = v ) over all possible v is H (X |Y ) = 0.

If P has all its components equal to 1/r , then for all columnsv we

have H (X |Y = v ) = log
2
r , which implies that H (X |Y ) = log

2
r =

H (X ). □

Thus the maximum value of H (X |Y ) corresponds to perfect se-

crecy: under maximum H (X |Y ) a subject can claim with equal

credibility that his true answer is any of the possible r answers.
When P is bistochastic, we can use the Birkhoff-Von Neumann

decomposition of P to bound the entropy of P as follows.

Proposition 3.4. If P is a bistochastic r × r randomized response
matrix then 0 ≤ H (P) ≤ log

2
r !. The minimum occurs when P is a

permutation matrix and the maximum when P is a matrix with all
its components equal to 1/r .

Proof. H (P) = 0 occurs when P is a permutation matrix: in this

case there is no uncertainty as to how categories will be permuted.

On the other hand, by the Birkhoff-Von Neumann theoremwe know

that P is in general a probabilistic combination of permutations.

Hence, maximum uncertainty occurs when P can be any of the r !
possible permutation matrices all with the same probability. This

maximum uncertainty is H (P) = log
2
r !. In this case P has all its

components equal to 1/r . □

Although the maximum uncertainty on the applied permutation

(Proposition 3.4) is higher than the uncertainty on a specific true

answer (Proposition 3.3), the latter is more relevant to the privacy
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of a subject, whose protection comes from denying her true answer

given her reported answer, rather than from denying the overall

permutation used for all possible answers.

4 INFORMATION-THEORETIC ALIGNMENT
OF BISTOCHASTIC ANONYMIZATION

While in information theory the amount of information contained

in a message is measured by how much the message reduces the

uncertainty about something, such notion cannot be transposed

directly to quantify the information loss incurred by anonymization,

as we next argue.

In information theory, a basic way to capture uncertainty is

majorization [13]. Assume two vectors p = (p1, . . . ,pN )T and

q = (q1, . . . ,qN )T that represent probability distributions, with

the elements of each vector pre-ordered in decreasing order. Vector

p is said to majorize q, usually noted as p ≻ q, if and only if

j∑
i=1

pi ≥

j∑
i=1

qi for j = 1,2, . . . ,N .

Equivalently, that means that the probability distribution repre-

sented by p is more narrowly peaked than that of q. In turn, this

implies that p conveys less uncertainty than q, and thus p is more

informative than q.
However, now consider that p and q depict the probability distri-

butions of two attributes in a data set, with p majorizing q. In this

context, and whatever the majorization relationship, we cannot say

that p is more informative than q. From the point of view of a data

user, neither p nor q is more informative than the other, insofar as

the two vectors are meant to capture the distribution of two differ-
ent attributes. The fact that one attribute is narrowly distributed,

while the other is more evenly spread, is of independent interest

to the data user, as she is learning about the structure of these two

attributes.

Along the same line, data anonymization alters information for

the data user but not always in a way that increases uncertainty and

decreases information in the sense of information theory. For exam-

ple, anonymization based on swapping values of an attribute leaves

uncertainty unchanged (the original attribute and the swapped at-

tribute have the same distribution); a randomized response scheme

changing a loosely peaked distribution into a narrowly peaked one

reduces uncertainty and increases information in the sense of in-

formation theory, but reduces information for the data user, as the

original structure of the data has been changed.

The above discussion shows that an overall notion of information

for conducting data anonymization remains to be properly defined

and is a path for future research. However, the use of bistochastic

matrices as anonymization tools aligns the concept of information

and uncertainty in information theory with the concept of infor-

mation in data anonymization. To see why, one must first bear in

mind that the application of a bistochastic matrix on a vector never

decreases uncertainty. Stated otherwise, for a bistochastic matrix P
and a vector p, it is shown in [1] that

p ≻ q if and only if q = PT p. (4)

Expression (4) means that anonymization performed using a

bistochastic matrix transforms the data in such a way that the

resulting anonymized data will not be more informative than the

original data in the sense of information theory. This has the merit

of aligning what is meant by information in information theory

and the notion of information loss due to anonymization. In this

respect, bistochastic anonymization is especially attractive from a

theoretical point of view.

5 BISTOCHASTIC ANONYMIZATION AND
DIFFERENTIAL PRIVACYWITH MAXIMUM
TRUTHFULNESS

If one wants randomized response to satisfy differential privacy

while maximizing the truthfulness of the reported responses, the

transition matrix P must be bistochastic. Specifically, the following

proposition is proven in [16, 17].

Proposition 5.1 ([16, 17]). Randomized response is ϵ-differentially
private if

eϵ ≥ max

u=1, ...,r

maxu=1, ...,r puv
minu=1, ...,r puv

.

wherepuv are the probabilities in the transitionmatrix P. Furthermore,
in order to maximize the sum of the diagonal elements (and hence
truthfulness), one must have

puv =

{ eϵ
r−1+eϵ if u = v ;

1

r−1+eϵ if u , v .
(5)

Note that the transition matrix specified by Expression (5) is bis-

tochastic, as both its rows and columns sum to 1. Note also that tak-

ing ϵ = 0 in this matrix yields information-theoretic perfect secrecy

according to Section 3.2 above. Thus, bistochastic anonymization
with strictest differential privacy achieves perfect secrecy.

Example 5.2. Assume that X is made of three categories. In the

extreme case of the strictest differential privacy, i.e. when ϵ = 0,

Expression (5) implies that all components of Pmust be equal to 1/3.

The associated differentially private randomized response scheme

can be expressed as the following combination of permutation

matrices:

P = *.
,

1/3 1/3 1/3

1/3 1/3 1/3

1/3 1/3 1/3

+/
-

=
1

3

*.
,

1 0 0

0 1 0

0 0 1

+/
-
+
1

3

*.
,

0 0 1

1 0 0

0 1 0

+/
-
+
1

3

*.
,

0 1 0

0 0 1

1 0 0

+/
-
. (6)

Clearly, in this strictest case ϵ = 0 none of the three permuta-

tion matrices of the right-hand side of Expression (6) is favored.

However, with ϵ = 2, one has:

P =
*...
,

e2
2+e2

1

2+e2
1

2+e2
1

2+e2
e2

2+e2
1

2+e2
1

2+e2
1

2+e2
e2

2+e2

+///
-

=
e2

2 + e2
*.
,

1 0 0

0 1 0

0 0 1

+/
-
+

1

2 + e2
*.
,

0 0 1

1 0 0

0 1 0

+/
-
+

1

2 + e2
*.
,

0 1 0

0 0 1

1 0 0

+/
-
.

(7)

In Expression (7) we see that relaxing differential privacy to ϵ = 2

results in the probability of not altering the data (that is, taking the
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identity permutation) being e2/(2+ e2) = 0.78, while the other two

permutation matrices have each a probability 0.11 of being taken.

The above illustration sheds light on an alternative interpreta-

tion of differential privacy. The usual notion is that differential

privacy ensures that the presence or absence of any given record in

a data set cannot be noticed, up to exp(ϵ ), upon seeing anonymized

outputs on the data set. When differential privacy is achieved via
randomized response, it can be seen as ensuring blindness on how
attribute categories are permuted. The strictest enforcement of dif-

ferential privacy (ϵ = 0) amounts to random permutation and to

information-theoretic perfect secrecy. With a laxer enforcement,

some specific permutation patterns are more likely to occur. In

Expression (7) we see that for ϵ = 2 not enough privacy is provided,

because the chances of releasing the original data unaltered are

78%.

Thus, the privacy budget ϵ can also be seen as being propor-

tional to the probability of not permuting the data. Hence, too large

a budget does not provide sufficient deniability. Conversely, the

smaller the budget, the more credible is an individual who denies

that her reported category is her original category. Therefore, the

smaller ϵ , the higher is deniability.

6 BISTOCHASTIC ANONYMIZATION AND
k-ANONYMITY

A bistochastic randomized response scheme can also be parameter-

ized to fulfill k-anonymity, more specifically its anatomy variant

reviewed in Section 2.3. Let X be an original data set that is “anato-

mized” as follows:

(1) Compute k-anonymous classes of the records. Let the num-

ber of resulting classes be L and the number of different quasi-

identifier combinations in the l-th class be nl , for l = 1, . . . ,L.
(2) For each class release two tables as in anatomy, one table

containing a random permutation of quasi-identifier combi-

nations and the other table the projections of the records on

the remaining attributes (those that are not quasi-identifiers).

The set of the two tables for every class constitutes the anat-

omized data set Y.
The quasi-identifier tables of the anatomized k-anonymous data

set Y can be viewed as having been obtained using a transition

matrix

Q =

*.........
,

Q1 0 · · · · · · 0

0 Q2 0 · · · 0

... 0

. . .
. . .

...
...

...
. . .

. . . 0

0 0 · · · 0 QL

+/////////
-

with Ql being the following nl × nl submatrix, for l = 1, . . . ,L:

Ql =

*....
,

1

nl
· · · 1

nl
...
. . .

...
1

nl
· · · 1

nl

+////
-

.

Each submatrix Ql randomly permutes the quasi-identifier combi-

nations within a class. If a combination of QIs is repeated in two

different classes i and j, it is permuted differently in each class,

according to the respective submatrices Qi and Qj . That is, the

combination has two different rows and two different columns in

Q, specifically one row and one column in Qi and one row and one

column in Qj . Also, note that Ql is bistochastic, for l = 1, . . . ,L,
and that the overall Q is also bistochastic.

Thus, the following proposition holds.

Proposition 6.1. The anatomy variant of k-anonymity can be
attained by bistochastic anonymization.

7 CONCLUSIONS AND FUTURE RESEARCH
In this paper we have studied bistochastic anonymization as a

framework that can align anonymization with information theory

and unify the main privacy models in use, in addition to connect-

ing with the permutation paradigm that was shown to underlie

statistical disclosure control methods for masking [6].

This study opens several lines for future research. One of them is

stating a theory of anonymization inspired on information theory.

Just as Shannon created a theory of secrecy consistent with informa-

tion theory [15], reaching a theory of anonymization along similar

lines seems feasible. Another line is to expand the reach of bis-

tochastic anonymization to privacy models other than differential

privacy and k-anonymity. Yet another challenge is to operational-

ize bistochastic anonymization to generate new privacy models

that may be more suitable for big data that are not static or not

structured.
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