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Abstract: There has been a growing amount of work in recent years on the use of synthetic data as a 

disclosure control method when granting researchers access to microdata. However, synthetic data pose 

a challenge when it comes to merging them with other data sources, such as registers. In this paper we 

address this issue by proposing a method for creating synthetic datasets that relies on statistical 

matching to replace the register information corresponding to individuals from the original sample with 

register information corresponding to other similar individuals. We test this method on the Norwegian 

Survey on living conditions/EHIS (European Health Interview Survey), a survey that – due to 

confidentiality policies at Statistics Norway and the highly sensitive nature of health data – must be 

anonymized before being merged with additional register data. With this method we take advantage of 

our rich register data to establish synthetic data in a model-free way.   

 

1 Introduction  

There has been a growing amount of work in recent years on developing synthetic data 

generation methods, and in particular on the use of synthetic data as a disclosure 

control method when granting researchers access to microdata. As the demand for 

public use files and open data is increasing, synthetic data is a potential solution for 

addressing the privacy issues associated with the dissemination of microdata. 

However, synthetic data based on surveys pose a challenge when it comes to merging 

them with other data sources, such as registers. Due to confidentiality policies and the 

highly sensitive nature of microdata on individual persons, households and business 

entities, survey data must often be anonymized before further usage, merging with 

register data or long-term storage. De-identification is not considered as offering 

sufficient protection in most cases. This poses a problem when it comes to merging the 

survey data with additional register data after the interview data collection process is 

finished. 

An ideal solution to this issue preserves data confidentiality, in the same time as it 

meets other needs of the NSI – it allows for quality controls, provides the same 

opportunities for data analysis as the non-anonymized data would, enables 

international reporting to institutions such as Eurostat, provides the possibility adjust 
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data after a longer period (for instance re-coding or aggregating variables according to 

changes in standard classifications), and can be used with minimal adaptations for 

several surveys. 

One potential solution could be to keep the survey data and register data separate, and 

create “satellite” datasets containing various register data that could be merged with 

the survey data as needed. The existence and storage of a key that enables the 

matching of survey data with register data is however not considered as a viable 

protection option, as it does not satisfy legal anonymity requirements. An 

improvement to this solution is to eliminate the key and match the satellite files 

through statistical matching. 

In this paper we propose a model-free method for creating synthetic datasets that relies 

on statistical matching to replace the register information corresponding to individuals 

from the original sample with register information corresponding to other similar 

individuals. This implies creating a synthetic dataset with the same structure as the 

survey population but without the original data. The method consists of drawing a 

sample with the same sampling design at the same time as the original survey sample, 

and then merging various register variables to the drawn sample. This sample is then 

matched to the original survey sample with the help of so-called statistical matching, 

through which we match individuals from the drawn “register sample” to individuals 

in the original sample and replace the register data (including gender, age and so on) 

with information from the “register sample”. The register information corresponding 

to individuals from the original sample will thus be replaced by register information 

corresponding to other similar individuals. 

We test this method on the Norwegian Survey on living conditions/EHIS (European 

Health Interview Survey) from 2015. A new round of the survey will be conducted 

during 2019.  

2 Synthetic data generation 

When choosing a method for synthetic data generation, one must consider the types of 

analyses to be performed on the data, as well as particularities of the dataset in 

question. Some characteristics of the original data that should be preserved include the 

correlations between variables, heterogeneity between the strata, and the geographical 

or household data structure. It is possible to create several synthetic datasets based on 

the same source data, in order to cater to different user groups. 

There are several approaches to generating synthetic datasets. Templ et al. (2017) 

provide an overview of the three main types of methods: synthetic reconstruction, 

combinatorial optimization and model-based generation of data. 

Synthetic reconstruction approaches are the most commonly used type. The idea is to 

combine information from two data sources, typically a micro-dataset based on a 
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survey and a set of census tables representing the population of interest. The synthetic 

data is generated through a two-step process: estimation of a joint distribution based 

on the two data sources, and random selection of individuals from the survey dataset 

to the synthetic dataset, by preserving the joint probabilities from the first step. In 

practice, this can be achieved with the help of various techniques, such as iterative 

proportional fitting (IPF), also called matrix ranking, first developed by Deming and 

Stephan (1940), or iterative proportional updating (IPU), developed by Ye, Konduri et 

al. (2009). The advantage of the IPU over the IPF is that the former controls for 

individual- and household-level control variables simultaneously, while the latter 

cannot deal with both. 

Combinatorial optimization techniques use a micro-dataset with the variables to be 

included in the synthetic population, and cross-tabulations for a subset of selected 

variables which have been divided into exclusive, non-overlapping groups. A separate 

combination of households is drawn from the micro-dataset for each group, 

considering the constraints provided by the cross-tabulations. After each draw, the 

goodness-of-fit of the selected population to the cross-tabulations for the 

corresponding group is estimated and if the fit has improved, one individual is 

randomly swapped with another from the micro-dataset. A limit on the number of 

iterations or a threshold goodness-of-fit level can be set to stop the procedure (Templ 

et al., 2017). 

The model-based approach to synthetic data generation includes a wide variety of 

methods which rely on establishing a model of the population from the micro-dataset 

and additional information and predicting the synthetic population. One such method, 

first proposed by Rubin (1993), involves the use of multiple imputation. A downside 

of this method is that the synthetic data is generated by replicating individuals from 

the source micro-dataset, which limits the generation of synthetic data to the 

combinations of variable categories present in the original microdata. 

There are also several software options for model-based approaches. In R, the 

packages synthpop and simPop are available. Synthpop has been developed during the 

SYLLS (Synthetic Data Estimation for UK Longitudinal Studies) project and includes 

both parametric and non-parametric methods (Nowok et al., 2016). However, the latter 

are based on classification and regression trees, and cannot deal with complex data 

structures, such as the individuals–households hierarchy (Templ et al., 2017). The 

simPop package (Meindl et al., 2016) is based on the simPopulation package used by 

Alfons et al. (2011a, 2011b) for the generation of the AMELIA dataset discussed 

below. 

In Europe, one of the datasets that offers a wide potential for synthetic data generation 

is the EU-SILC (European Union Statistics on Income and Living Conditions) dataset. 

This is a rotating panel survey conducted in the EU member states, Iceland and 

Norway. The countries have a certain degree of freedom when it comes to the data 

collection methodology, and ex-post harmonization is implemented. 
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In the AMELI project, Alfons et al. (2011a) use model-based methods to generate the 

synthetic population data AAT-SILC based on the Austrian EU-SILC, and the 

synthetic population data AMELIA from the scientific-use-file of the complete EU-

SILC population delivered by the Eurostat. The main methodological difference 

between the two datasets is that regional differences are modelled based only on the 

underlying sample in the case of the AAT-SILC dataset, while for the AMELIA 

dataset regional effects are considered while generating the synthetic data. Using a 

representative sample of the population of interest, the approach consists of simulating 

first the household structure, then additional categorical variables, and lastly additional 

continuous and semi-continuous variables, based on the previously generated 

categorical variables. A more detailed technical description of the method is available 

in Alfons et al. (2011b). 

The AMELIA dataset is further reviewed by Burgard et al. (2017). They also provide a 

brief overview of recent literature on synthetic data generation methods. 

3 Data 

We test our proposed method on the Norwegian Survey on living conditions/European 

Health Interview Survey (EHIS), a survey that – due to confidentiality policies at 

Statistics Norway and the highly sensitive nature of health data – must be anonymized 

before being merged with additional register data. 

Statistics Norway has been conducting the Norwegian Survey on living conditions 

since 1973 (Isungset and Lunde, 2017). In 2015, the survey was combined with the 

EHIS. The integration of the EHIS in the existing Norwegian survey was an efficient 

way to avoid increasing response burden due to overlap in several of the questions. 

This was the first time the EHIS has been conducted in Norway, as part of the second 

EHIS wave (taking place in 2013-2015). In the long run, the frequency of the survey 

will be reduced from every 3rd to every 6th year, with the EU-SILC including an 

additional module with detailed questions on health every 3rd year. 

There are many uses for this data. Aggregated results from the survey are published as 

official statistics on Statistics Norway’s website, delivered to EUROSTAT and OECD, 

used in reports and analyses, while microdata is made available to researchers and 

students via the Norwegian Center for Research Data (NSD). 

The survey is conducted on a representative sample of individuals aged 16 and above, 

drawn from the population register at Statistics Norway. The sample is divided into 19 

strata, corresponding to the 19 counties in Norway. The sample for each county 

consisted of 700 individuals, except for Oslo, with 1400 individuals, amounting at 

14,000 potential respondents for the entire country. The gross sample (after excluding 

sampled individuals who no longer belong to the population and are thus ineligible) is 

slightly lower, at 13,748 individuals. The response rate is 51% and the net sample is 

8164 individuals (Isungset and Lunde, 2017). 
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The net sample is representative for the population due to two mechanisms, 

probability sampling and non-response. As the gross sample is drawn with the same 

number of individuals in each county, except for Oslo, small counties will be 

overrepresented and large counties will be overrepresented in the survey sample. 

Varying non-response rates across counties will make the sample no longer 

representative when looked at as a whole, but the sub-samples for each county will 

still be representative. To correct for such biases, a set of survey weights at individual 

level has been constructed in three steps: (i) sampling weights are calculated as inverse 

sampling probabilities, (ii) the sampling weights are then divided by the response rates 

for each county, (iii) the resulting weights are calibrated against the population divided 

in groups according to the following variables: gender, age groups of 5 years, 4 

education levels and 7 geographical regions (Isungset and Lunde, 2017). These 

weights are to be used when performing analyses on country level and aggregating 

results from the survey. For analyses on household level, household weights are also 

constructed based on the individual weights. 

To diminish the response burden and to make the interviews more efficient, certain 

information from public registers is retrieved both before and after the interview stage. 

Data collected before the interview includes the residence municipality of the 

respondent, the componence of the household, the name and address of the employer 

of each household member, and the respondent’s occupation, classified according to 

the International standard classification for occupations (ISCO). Data on education, 

income, whether the respondent lives in a densely or sparsely populated area, and 

more detailed demographic information for the household and each family member, 

such as country of birth and immigrant background, is added after the interview is 

conducted. 

Merging Norwegian Survey on living conditions/EHIS survey with other data sources 

is important, as the survey contains information on different topics that combined with 

additional data allow for analyses across various subject areas. 

4 Method and application 

Our method consists of drawing a sample with the same sampling design at the same 

time as the original survey sample, and then merging various register variables to the 

drawn sample. This sample is then matched to the original survey sample with the help 

of statistical matching, through which we match individuals from the drawn “register 

sample” to individuals in the original sample and replace the register data (including 

gender, age and so on) with information from the “register sample”. The register 

information corresponding to individuals from the original sample will thus be 

replaced by register information corresponding to other similar individuals. 
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We implement this method on the Norwegian Survey on living conditions/EHIS with 

the help of the statistical computing software R. In particular, we use the packages 

dplyr and StatMatch (D’Orazio, 2019). 

The first step is to draw a sample of individuals from the population register. This 

sample will later be used for selecting individuals to be included in the synthetic 

population. 

The sampling design of the Norwegian Survey on living conditions/EHIS targets a net 

sample of approximately 8000 persons and a disproportionate random sampling 

strategy is used, based on strata corresponding to counties, with a net number of 400 

respondents per county, with the exception of Oslo, with 1200 respondents. This 

results in a net sample of 8400 individuals, which is considered sufficient for 

providing quality results. 

4.1 Drawing a “register sample”  

Before drawing the sample, we make the necessary adjustments to the population file, 

such as excluding individuals under the age of 16, those who live in institutions, those 

with unknown address and therefore unknown county. We then draw a sample of 

42,000 individuals from the population register. This sample is five times larger than 

the original survey sample and follows the same sampling design with respect to 

counties – we draw 6000 individuals for Oslo and 2000 for each of the other counties. 

We do not exclude the survey respondents prior to drawing the sample, which means 

that some of the original respondents may also be included in the synthetic population. 

Given the uncertainty introduced by our method, we do not consider this as 

problematic as far as data confidentiality is concerned. 

4.2 Adding register variables  

Once we have obtained this “register sample”, we can add to it the various register 

variables that would normally be linked to the Norwegian Survey on living 

conditions/EHIS. These variables contain detailed demographic information, as well 

as information on education, employment status, wages and income. 

4.3 Performing the statistical matching 

We can now use statistical matching to link our enriched “register sample” to the 

original survey sample. Through this procedure, individuals from the “register sample” 

are matched to individuals in the original sample and the register data pre-linked to the 

survey (including gender, age and so on) is replaced with information from the 

“register sample”. 

We follow the procedure outlined in D’Orazio (2016) for the statistical matching, 

consisting in 5 steps: (1) choosing the target variables, (2) identifying the common 

variables, (3) choosing the matching variables, (4) applying a statistical matching 

method and (5) evaluating the results. 
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4.3.1 Choosing the target variables 

During the first step, the target variables are chosen for each of the two data sources 

among the set of variables observed only in the survey sample and only in the “register 

sample”, respectively. 

The Norwegian Survey on living conditions/EHIS survey covers several topics: 

mapping of the household; health condition; symptoms and pain; disability; well-

being, meaning and safety; use of health services; care needs; medicines, vaccines, 

tests and measurements; uncovered needs for health services; lifestyle; tobacco and 

alcohol; social contact; work and employment status. Given how comprehensive the 

survey is, we choose only a few of the central variables from some of these topics as 

target variables: self-assessed health condition, degree of satisfaction with one’s life, 

and whether someone in the household needs care services. 

The “register sample” contains a series of variables from several registers, such as 

household type, immigrant background, country of birth, citizenship, highest 

education level and field attained, salary level, income level. This dataset can be 

adjusted by adding or removing register variables according to the needs of the 

synthetic dataset users. This would result in a series of synthetic datasets based on the 

same sample survey, each suitable for different types of analyses. 

4.3.2 Choosing the common variables 

The second step is identifying the common variables. This involves assessing the 

definitions, categorizations and classifications of the common variables and 

harmonizing them when possible. Accuracy, in terms of missing and imputed data, as 

well as measurement errors, must also be checked. In addition, the common variables 

should present very similar frequency distributions in the two data sources. Variables 

that do not comply with these requirements should not be used in the matching. 

4.3.3 Choosing the matching variables 

Once the viable common variables have been identified, the third step consists in 

choosing the matching variables. Only relevant variables should be chosen, and the 

principle of parsimony should be applied – too many matching variables can diminish 

the accuracy of the matching. 

In order to preserve the structure of the survey sample, we use county, gender, age and 

household size as matching variables. Figures 4.1-4.3 show the distribution of gender, 

age and household size, respectively, in the survey sample and the “register sample”. 

The distribution of gender is almost identical in the two data sources. When it comes 

to age, there are fewer individuals aged between 20 and 40 in the Norwegian Survey 

on living conditions/EHIS survey than in our “register sample”, while for individuals 

in the age group approximately 45-65 the situation is reversed. Households with 3 and 

4 members are somewhat underrepresented in the survey compared to the “register 

sample”, and the latter also contains some households with 10-17 members. (Such 
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households can be seen as outliers and due to their size can be prone to disclosure 

risks). 

 
Figure 4.1 Distribution of gender in the EHIS survey sample compared with the 

“register sample” 

 

Figure 4.2 Distribution of age in the EHIS survey sample compared with the “register 

sample” 
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Figure 4.3 Distribution of household size in the EHIS survey sample compared with 

the “register sample” 

 

4.3.4 Applying a statistical matching method 

The fourth step is choosing and applying an appropriate statistical matching method. 

We use the R package StatMatch to implement statistical matching that is not model-

based (non-parametric). One advantage that non-parametric methods have over 

parametric ones is that they do not require the use of a model, and therefore the risk of 

model misspecification, that could alter the quality of the results, is avoided. Another 

advantage is that the imputed values are actually observed, and not estimated. A 

detailed technical description of the types of parametric and non-parametric statistical 

matching approaches and their implementation with StatMatch is provided by 

D'Orazio (2016). We apply two nonparametric approaches, nearest neighbor distance 

hot deck and random hot deck. 

In random hot deck statistical matching, for every individual in the original sample 

survey a donor is randomly selected from the donor dataset (in our case the “register 

sample”). An individual in the “register sample” can be chosen as a donor more than 

once. The random selection process takes place within strata called donation classes, 

defined by one or more categorical variables common to the two data sources. We use 

counties and gender to define the donor classes, and age and household size as 

additional matching variables. 

In nearest neighbor distance hot deck statistical matching, the closest donor to each 

record in the original survey is selected from the donor dataset, according to a distance 

computed on a subset of common variables. Once again, donation classes are defined 

to ensure a more accurate matching. Distance hot deck matching allows for the 

selection of a record as donor multiple times, but also offers the possibility of 

restricting the use of a donor to only one time. The method is then called constrained 

distance hot deck matching and selection of donors is performed by minimizing the 
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overall matching distance. The overall matching distance resulting from constrained 

matching is greater than for the unconstrained case, but it tends to better preserve the 

marginal distribution of the variable imputed in the synthetic data set D'Orazio (2016). 

We test four versions of these approaches: random hot deck statistical matching where 

only one donor is chosen (which we will refer to in following as “RND1”), random hot 

deck statistical matching where the 20 closest neighbors in terms of age and household 

size are considered and only one is chosen randomly (“RND2”), nearest neighbor 

distance hot deck statistical matching without constraints (“NN”) and nearest neighbor 

distance hot deck statistical matching with the constraint that a record can only be 

chosen as donor one time (“NNC”). The resulting synthetic datasets contain 

individuals from the “register sample” similar to those in the original survey sample 

and their corresponding register information. 

The donor classes for all four matching alternatives consist of the variables county and 

gender, while the additional matching variables are age and household size. From the 

variety of distance functions available, we use the Mahalanobis distance. All the 

distances are measured on a scale from 0 to 1, with lower distances signaling a closer 

match. In the case of the nearest neighbor distance hot deck matching, imposing the 

constraint to select a record as a donor only once increases the average distance from 

0.04498 (in the non-constrained case, NN) to 0.04711 (NNC). 

All four synthetic datasets generated have the same number of observations as the 

original survey sample, i.e. 8164. However, the number of distinct records chosen as 

donors in each of the datasets is different, as shown in Table 4.1. Selecting the same 

donor too many times can affect joint distributions and analyses results. 

Matching method Number of distinct 
donors 

RND1 5135 
RND2 7285 
NN 7239 
NNC 8164 
Table 4.1 Number of distinct donors in each synthetic dataset 

 

4.3.5 Evaluating the results 

The last step is to perform an evaluation of the results. The main concern is to assess 

the representativeness of the synthetic dataset. More specifically, one must check 

whether the synthetic dataset preserves the marginal distribution of the imputed 

variables and the joint distribution of the imputed variables with the matching 

variables, using the distribution in the donor dataset (the register sample in our case) 

as reference (Rässler, 2002). This is done by using similarity/dissimilarity statistical 

tests and/or descriptive measures. 
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Tables 4.2 and 4.3 show results from comparing estimated distributions for several 

categorical variables in the four synthetic datasets with the corresponding variables 

from the “register sample”. The similarity and dissimilarity tests used are performed 

with the help of the function comp.prop() in the StatMatch package. We present four 

tests (D’Orazio, 2019) for a series of categorical variables, for each of the synthetic 

datasets created. The dissimilarity index (also known as total variation distance) can 

be interpreted as the minimum number of records that must be reclassified to make the 

distributions equal. It ranges from 0 to 1 and values below or equal to 0.03 signal that 

the distribution of the variable from the synthetic dataset follows the distribution of the 

corresponding variable from the register sample closely. The overlap between the two 

distributions and the Bhattacharyya coefficient are measures of similarity also ranging 

from 0 to 1. The closer each of them is to 1, the more similar the distributions are. 

Hellinger's distance is a dissimilarity measure with values also between 0 and 1. The 

closer the value is to 1, the more dissimilar the distributions are. 

As seen from Tables 4.2 and 4.3, the marginal distributions of categorical variables 

tend to be well preserved after applying the matching procedure, and the differences 

between the four synthetic datasets are minimal. 

 

Table 4.2 Similarity and dissimilarity measures for comparing estimated distributions 

of categorical variables from the synthetic datasets generated through random hot deck 

statistical matching 

Matching 

method

                Test    

Variable

Dissimilarity 

index Overlap

Bhattacharyya 

coefficient

Hellinger's 

distance

Dissimilarity 

index Overlap

Bhattacharyya 

coefficient

Hellinger's 

distance

Gender 0.0010           0.9990  1.0000             0.0007      0.0010           0.9990  1.0000             0.0007      

County 0.0393           0.9607  0.9985             0.0390      0.0393           0.9607  0.9985             0.0390      

Education 

level 0.0172           0.9828  0.9997             0.0165      0.0276           0.9724  0.9996             0.0208      

Education 

field 0.0176           0.9824  0.9996             0.0199      0.0170           0.9830  0.9997             0.0167      

Immigrant 

category 0.0122           0.9878  0.9998             0.0158      0.0142           0.9858  0.9998             0.0143      

Country 

background 0.0141           0.9859  0.9997             0.0176      0.0161           0.9839  0.9997             0.0178      

Degree of 

urbanization 0.0052           0.9948  0.9999             0.0095      0.0011           0.9989  1.0000             0.0025      

Occupation 0.0209           0.9791  0.9996             0.0198      0.0249           0.9751  0.9996             0.0198      

Works full-/

part-time 0.0018           0.9982  1.0000             0.0014      0.0058           0.9942  1.0000             0.0044      

Employment 

status 0.0028           0.9972  0.9999             0.0084      0.0054           0.9946  0.9999             0.0106      

RND1 RND2
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Table 4.3 Similarity and dissimilarity measures for comparing estimated distributions 

of categorical variables from the synthetic datasets generated through nearest neighbor 

distance hot deck statistical matching 

 

Joint distributions of imputed categorical variables with the matching variables are 

also well preserved across the synthetic datasets, although in some cases the 

dissimilarity measures have slightly higher values than in the case of the marginal 

distributions. In Tables 4.4 and 4.5 we present a few examples, reporting the same 

measures as for marginal distributions. 

 

Table 4.4 Similarity and dissimilarity measures for comparing joint distributions of 

categorical variables from the synthetic datasets generated through random hot deck 

Matching 

method

                Test    

Variable

Dissimilarity 

index Overlap

Bhattacharyya 

coefficient

Hellinger's 

distance

Dissimilarity 

index Overlap

Bhattacharyya 

coefficient

Hellinger's 

distance

Gender 0.0010           0.9990  1.0000             0.0007      0.0010           0.9990  1.0000             0.0007      

County 0.0393           0.9607  0.9985             0.0390      0.0393           0.9607  0.9985             0.0390      

Education 

level 0.0125           0.9875  0.9998             0.0143      0.0153           0.9847  0.9998             0.0151      

Education 

field 0.0098           0.9902  0.9998             0.0123      0.0170           0.9830  0.9998             0.0158      

Immigrant 

category 0.0136           0.9864  0.9997             0.0168      0.0143           0.9857  0.9998             0.0142      

Country 

background 0.0119           0.9881  0.9998             0.0146      0.0145           0.9855  0.9997             0.0161      

Degree of 

urbanization 0.0109           0.9891  0.9999             0.0093      0.0071           0.9929  0.9999             0.0071      

Occupation 0.0162           0.9838  0.9997             0.0169      0.0096           0.9904  0.9999             0.0119      

Works full-/

part-time 0.0026           0.9974  1.0000             0.0020      0.0023           0.9977  1.0000             0.0018      

Employment 

status 0.0067           0.9933  0.9999             0.0080      0.0034           0.9966  1.0000             0.0046      

NN NNC

Matching 

method

                Test    

Variables

Dissimilarity 

index Overlap

Bhattacharyya 

coefficient

Hellinger's 

distance

Dissimilarity 

index Overlap

Bhattacharyya 

coefficient

Hellinger's 

distance

County and 

education 

level 0.0780           0.9220  0.9933             0.0819      0.0703           0.9297  0.9950             0.0705      

County and 

employment 

status 0.0490           0.9510  0.9972             0.0528      0.0519           0.9481  0.9975             0.0503      

Gender and 

education 

level 0.0206           0.9794  0.9996             0.0199      0.0314           0.9686  0.9993             0.0259      

Gender and 

employment 

status 0.0152           0.9848  0.9998             0.0145      0.0056           0.9944  0.9999             0.0107      

RND1 RND2
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statistical matching 

 

 

Table 4.5 Similarity and dissimilarity measures for comparing joint distributions of 

categorical variables from the synthetic datasets generated through nearest neighbor 

distance hot deck statistical matching 

 

Figure 4.4 compares the distribution of age in each of the four synthetic datasets with 

the register sample. The synthetic dataset obtained through random hot deck statistical 

matching where one of the 20 closest neighbors is chosen randomly (“RND2”) is the 

only one where the distribution deviates slightly from the rest. 

 

Figure 4.4 Distribution of age in each of the four synthetic datasets, compared with 

Matching 

method

                Test    

Variable

Dissimilarity 

index Overlap

Bhattacharyya 

coefficient

Hellinger's 

distance

Dissimilarity 

index Overlap

Bhattacharyya 

coefficient

Hellinger's 

distance

County and 

education 

level 0.0698           0.9302  0.9951             0.0703      0.0608           0.9392  0.9960             0.0634      

County and 

employment 

status 0.0463           0.9537  0.9972             0.0526      0.0462           0.9538  0.9978             0.0467      

Gender and 

education 

level 0.0129           0.9871  0.9997             0.0174      0.0155           0.9845  0.9997             0.0168      

Gender and 

employment 

status 0.0093           0.9907  0.9999             0.0098      0.0097           0.9903  0.9999             0.0089      

NN NNC
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the “register sample” 

 

We have also investigated correlations between several variables and the correlation 

structure of the original survey sample also appears to be well preserved. 

5 Concluding remarks 

Synthetic data generation is becoming more widely used as a disclosure control method 

when granting researchers access to microdata or for publishing open data. However, 

synthetic data pose a challenge when it comes to merging them with other data sources, 

such as registers. In this paper we have addressed this issue by proposing a model-free 

method for creating synthetic datasets that relies on statistical matching to replace the 

register information corresponding to individuals from the original sample with register 

information corresponding to other similar individuals. 

We tested this method on the Norwegian Survey on living conditions/EHIS (European 

Health Interview Survey), a survey that – due to confidentiality policies at Statistics 

Norway and the highly sensitive nature of health data – must be anonymized before 

being merged with additional register data. For implementing the method, we used the 

statistical computing software R and the StatMatch package. We applied two 

nonparametric statistical matching approaches provided in this package – nearest 

neighbor distance hot deck matching and random hot deck matching – and created four 

synthetic datasets based on different versions of the two approaches. The evaluation of 

the resulting synthetic datasets performed until the moment of writing this paper reveals 

that marginal and joint distributions of the reference donor dataset, as well as the 

correlation structure of the original survey sample are well preserved. We find minimal 

differences between the four synthetic datasets. 

However, there is still further work to be done in order to ensure the robustness of our 

proposed method, as there are many variable elements involved in its implementation. 

One suggestion is to see how changing the size of the “register sample” affects the 

results. Another avenue to be pursued is to explore alternative options when it comes to 

the implementation of the matching procedure. One can include more matching 

variables, tweak the parameters of the matching algorithm (such as the number of 

observations the donors can be selected from or the distance computation method). One 

can also consider including the survey weights in the matching procedure. In addition, 

the quality of the resulting synthetic datasets can be tested with respect to more variables 

and to the household structure, the latter being especially important when aggregating 

analysis results at national level. 

Finally, one can assess how well the generation of synthetic datasets through statistical 

matching performs as a disclosure control method, by comparing the information loss 

due to the usage of synthetic data with the information loss caused by applying more 

traditional disclosure control methods (such as truncating, top-coding and categorizing) 
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on the original survey data. Simulating an attack by an intruder on the synthetic datasets 

can also be considered for checking the efficacy of this disclosure control method. 
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