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Abstract. This paper articulates the role of transparency—that is, the release of information
about processes and even parameters used to alter data—in statistical disclosure limitation. Doubly
random data swapping is used to illustrate. In the process, a mathematical distinction between
legitimate data users and intruders emerges.

1 Introduction
Traditionally, statistical agencies refuse to divulge details concerning statistical disclosure
limitation (SDL) that has been applied to confidential data in order to produce public
microdata releases. For instance, if data swapping has been employed, an agency, even if
it did admit this, would not make public either which variable(s) had been swapped or the
swap rate. The rationale is that releasing such details is risky, although that risk is virtually
never quantified. Nor has there been quantification of the utility to legitimate data users
if such information were to be released. As a result, explicit risk–utility tradeoffs of the
kind described in Gomatam et al. (2005) are not possible.

In this paper, we provide a formulation that makes explicit the role of information
released by the statistical agency about the SDL process, and discuss how both legitimate
users and intruders would employ such information. The formulation also contains a
mathematical distinction between legitimate users and intruders, which may help resolve
the intellectual and practical paradox that “One person’s risk is another person’s utility.”
The distinction is simple to state: legitimate users average, whereas intruders maximize.
We elaborate further in §4 and 7, which introduce a strongly computational perspective
on SDL, foreseeing a world in which sufficient computational power exists to consider all
possible versions of the original, confidential data.

The abstractions are illustrated using doubly random data swapping (Denogean et al.,
2007). It seems likely that with appropriate modification, the same formulation applies as
well to other forms of SDL.

2 What is Transparency?
Here we define transparency and provide a simple example. The remainder of the paper
consists of a much more detailed example.
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2.1 Generalities
Consider a statistical agency planning to release—either publicly or under restrictions
such as licensing—microdata derived from an underlying confidential database. Trans-
parency is the extent to which the agency also releases information about the SDL pro-
cesses used to transform the confidential database to the released one.

The concept of transparency arises in part from cryptography, in which it is a funda-
mental tenet that encryption methods depend not on secrecy of the algorithm, but only
on secrecy of keys. Indeed, when “breaking” the algorithm entails solution of a provably
hard problem such as factoring the product of two very large prime numbers, releasing
the algorithm becomes a deterrent to “computationally rational” intruders.

2.2 Simple Example: Additive Noise
Suppose that the original database O contains only numerical attributes and that the SDL
consists of adding normally distributed noise, as in Karr et al. (2006) and Oganian and
Karr (2006). Let 6̂ be an estimator of the covariance matrix of O , for example, either the
empirical or a shrinkage estimator. Then each record X i ∈ O is replaced in the masked
and released database M by

X∗i =
X i + cεi
√

1+ c
, (1)

where the εi are independent with multivariate normal distribution N (0, 6̂) and c is a pa-
rameter selected by the agency. Typically, c is rather small, for example, 0.15 is employed
in Oganian (2003).

Then, together with M = {X∗i }, the agency may disclose, in order of increasing
detail—and therefore also increasing risk and utility:

1. That M was created from O by addition of mean zero noise.

2. That M was created from O by addition of normally distributed noise.

3. That M was created from O by addition of normally distributed noise whose co-
variance is 6̂.

4. That M was created from O by addition of normally distributed noise whose co-
variance is 6̂ and the value of c.

There is also, of course, the alternative of releasing M and nothing else, but doing this so
impairs utility that it is virtually irresponsible.

By comparison with Alternative 1,

• Alternative 4 increases utility of the data dramatically. Legitimate users may per-
form principled inference for O using measurement error models.

• Alternative 3 is of value, although clearly less than Alternative 4: because of the
scaling in (1)—without which not releasing the value of c makes no sense—estimation
of 6̂ from M is possible, which allows at least some analyses.

• Alternative 2 seems to offer no useful additional information beyond alternative 1
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So, what should the agency do? The “right answer” is to make a principled decision
based on risk–utility tradeoffs. Arguably, as discussed above, the major utility gain is
between Alternatives 3 and 4. There is meaningful evidence (Karr et al., 2006; Oganian
and Karr, 2006) that addition of noise is less effective than other SDL methods—notably,
microaggregation—at reducing risk. On the other hand, it is arguable that the four alter-
natives differ dramatically with respect to risk, since disclosing 6̂ releases only a highly
aggregated characteristic of D. Therefore, invoking caution in the face of incomplete
understanding, Alternative 3 might be chosen.

3 Detailed Example: Setting
We assume the that original database O consists of n records, each containing p cate-
gorical attributes. We suppose that the only form of SDL applied to the data is doubly
random data swapping (DRDS)—both the records for which attributes are swapped and
which attributes are actually swapped for each pair randomized (Denogean et al., 2007).
Let (p( j)) j=1,...,p be the distribution of choice of the swap attribute in DRDS.

Let M denote the masked data released by the agency, and let K be the knowledge
about the DRDS process released by the agency, which always includes the masked data
M . Let k be the actual number of swapped pairs in M , which may or may not be part of
K .

4 How K is Used
We do not attempt here to account for external knowledge on the part of either intruders
or legitimate users. That is, K consists only of knowledge released by the agency. The
statement below that an intruder “would do the same (bad) thing with a reconstructed
version O∗ of the original data as it would do with O itself” rationalizes this assumption
to some extent.

4.1 What Both Legitimate Users and Intruders Do
We propose that both legitimate users and intruders wish to calculate the posterior dis-
tribution P{O = o|K}, but use this conditional distribution in different ways that are
described in §4.2 and 4.3. As illustrated in §6, as K becomes less precise, the com-
putational demands increase dramatically, and more rapidly for intruders than legitimate
users.

Especially from the perspective of legitimate users, calculating P{O = o|K} is not
the only possible path. Alternatives are discussed in §8.

4.2 What Legitimate Users Do
Legitimate users wish to perform statistical analyses of the masked data M , as surrogates
for analyses of the original data O . Conditional on O , the results of such an analysis are a
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deterministic function f(O),1 which in general is vector-valued. To illustrate, for categor-
ical data, f(O) may consist of the entire set of fitted values of the associated contingency
table under a well-chosen log-linear model. For Bayesian analyses, f will be distribution-
rather than function-valued.

Given P{O|K}, legitimate users integrate to estimate f(O):

f̂(O) =
∫

O
f(o) d P{O = o|K}, (2)

where O is the set of possible values of O . It is important to note that O depends on K ,
even though the notation suppresses the dependence.

4.3 What Intruders Do
We propose that, by contrast, intruders are not interested in integrals of the form (2),
but rather in global or local maxima in P{O = ·|K}, which correspond to high poste-
rior likelihood estimates of the original data O . Therefore, in an extreme version of the
formulation, intruders would maximize, calculating

O∗ = arg max
o∈O

P{P = o|K}. (3)

We do not prescribe what intruders would do using O∗ calculated from (3), but assume
only that this is whatever (bad) would be done using O itself. For instance, if an intruder
would have sought to use O to re-identify records by means of linkage to an external
database containing identifiers, the same would be done with O∗.

More generally, intruders may be interested in functions g(O), in which case (3)
would be replaced by

O∗ = arg max
o∈O

P{g(O) = g(o)|K}, (4)

which in some instances may be easier to solve than (3).

5 Risk and Utility from the Agency Perspective
We propose in §4.2 and 4.3 a concrete conceptual and operational distinction between
legitimate users and intruders:

• Legitimate users integrate with respect to P{O = ·|K};

• Intruders maximize P{O = ·|K}.

This distinction allows the agency owning the data to reason in principled manner about
risk and utility, especially in terms of how they relate to K:

High utility means that the integration in (2) can be performed or approximated relatively
easily.

1In some cases, for example, computation of posterior distributions using Markov chain Monte Carlo,
this is not precisely true.
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Low risk means that the maximization in (3) or (4) is hard to perform or approximate.

As illustrated in §6, a central question is then how large is the set O of possible values of
O given K . Of course, high utility and low risk remain competing objectives: when O is
very large, then the maximization in (3) is hard, but so is the integration in (2). However,
in some cases at least, maximization becomes hard faster than the integration as K is
decreased, which we illustrate in §7.

6 Example: DRDS
Here we use DRDS to illustrate the formulation in §4. It is central to keep in mind that
K is determined by the agency owning the data O . Mainly, we examine the effects of
different choices of K . In the hierarchy below, K becomes smaller, representing less
transparency by the agency. Always, K is assumed to contain, in addition to the masked
data M , the knowledge that DRDS is the only SDL method applied to the data.

Case 0: K = Exact knowledge of which pairs of records and for each, which at-
tributes were swapped. This extreme case is artificial because the effects of the swapping
are exactly reversible. Mathematically, O = {O} and both (2) and (3) become trivial.

Case 1: K = Knowledge of which pairs of records were swapped and values of
the p( j), all of which are positive. For clarity, we present this case in detail. By “which
pairs of records were swapped” we mean that K contains a listing (i1, j1), . . . , (ik, jk)
meaning that record i1 was swapped with record j1, . . ., record ik was swapped with
record jk . In effect, then all that is not known is which attribute2 was swapped in each
pair. Because p( j) > 0 for all j , any attribute could have been swapped. Therefore, each
swapped pair (i`, j`) has p possible antecedents in O , so that in the worst case,

|O| = k p. (5)

(Recall that k is the number of attributes.) There are two reasons why (5) is an overes-
timate. First, not all k p antecedents of a pair of records are distinct. For example if the
records are

i = (Male, White, 20-25)

j = (Female, White, 15-20),

then there are 2, not 3, possible antecedents:

i = (Female, White, 20-25)

j = (Male, White, 15-20)

and

i = (Male, White, 15-20)

j = (Female, White, 20-25),

2For simplicity, we assume that only one attributed is swapped for each pair. Swapping of multiple
attributes adds complication without adding insight.
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corresponding to having swapped “Sex” and “Age,” respectively. This leads to a second
version of (5):

|O| =
k∏
`=1

Number of attributes on which i` and j` differ. (6)

Even this version, however, is not quite right, as the example shows: since labeling of
records in O is assumed to carry no information, when two records differ in exactly two
attributes, there is only one antecedent.

Returning to the main argument, since the p( j) are included in K , for each o ∈ O

P{O = o|K} =
∏

j

p( j)ν( j,M,o), (7)

where ν( j,M, o) is the number of swaps (to create o from M) in which attribute j is
swapped.

Where the bounds of computational feasibility lie in this case is not completely clear,
but for realistic numbers such as k = 100,000 (say, in a data set of n = 10,000,000) and
p = 20, O is already impossibly large relative to today’s computational capabilities.

Case 2: K = Knowledge of which pairs of records were swapped and (only) that
p( j) > 0 for each j . What differs here from Case 2 is that (7) is replaced by

P{O = o|K} =
1

k p =
1
|O|

, o ∈ O. (8)

In (8) and below, |S| denotes the cardinality of the set S.
Alternatively and more generally, legitimate users or intruders may place a Dirichlet

prior distribution π on the p( j), and replace (8) by a variant of (7):

P{O = o|K} =
∫ ∏

j

q( j)ν( j,M,o)dπ(q). (9)

By contrast, a “flat” prior π reduces (9) to (8). Some ideas about what this prior might
reflect appear in §8.

Case 3: K = Knowledge of k and the values of the p( j). Now, O becomes much
larger than in Case 2:

|O| =

(
n
2k

)
×

(
2k
k

)
× k!, (10)

and presumably this case lies outside the realm of computational feasibility. For the same
reasons that (5) overestimates |O|, so does (10). However, (7) remains valid.

Case 4: K = Knowledge of k and that p( j) > 0 for all j . This case stands in the
same relationship to Case 3 as Case 2 does to Case 1. The relevant formulas are (10) and

P{O = o|K} =
1
|O|

, o ∈ O. (11)

The corresponding variant of (9) is obvious.
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Case 5: K = Knowledge of the values of the p( j), but not of k. One must adjust
(10) for the unknown value of k, which can range from 0 to bn/2c:

|O| =

bn/2c∑
`=0

(
n
2`

)
×

(
2`
`

)
× `!. (12)

The associated variants of (10) and (9) remain valid..

Case 6: K = Knowledge that p( j) > 0 for all j . For this case, (12) remains true, so
given no knowledge of m or the p( j), (8) would apply. Given a joint prior on m and the
p( j), a variant of (9) holds.

It is worth comparing the progression from Case 1 to Case 6. Two different things
happen, although not simultaneously. First, |O| increases. This happens in Case 3 as
compared to Cases 1–2 and in Case 5 as compared to Cases 1-4. Second, specific values
of the p( j) are withheld. This happens in Case 2 as compared to Case 1, Case 4 as
compared to Case 3 and Case 6 as compared to Case 5. In these instances, a prior is
placed on what was known previously but is no longer known, and an earlier formula is
integrated with respect to that prior. It may be that in terms of computation the increase
in |O| is more burdensome.

An intriguing question is whether the techniques and software tools from algebraic
statistics3 are relevant in this setting. For categorical data, DRDS can be formulated
solely in terms of contingency tables. Because DRDS is guaranteed to preserve only the
one-dimensional marginals of tables, the largest choice of O is the set Omax of all tables
with the same one-dimensional marginals as M . However, it is not clear, except possibly
for two-dimensional tables, whether all tables in Omax are reachable from M by swapping.

7 Computational Issues
Allusion was made in §5 to the possibility that as O increases, the maximization in (3)
becomes harder faster than the integration in (2), in other words, that it may be possible to
thwart intruders computationally with minimal harm to legitimate users. Is this reasoning
valid?

Before addressing the question, it is worthwhile to consider whether reliance on com-
putational burden is a sound SDL strategy. The answer is not clear. On the one hand,
there is the certainty that what is hard computationally now will not be (as) hard in the fu-
ture, because of improvements to hardware and algorithms. Also, “computationally hard”
may not mean “computationally impossible,” given sufficiently resource-rich and deter-
mined intruders. On the other hand, there is extensive history of successful reliance on
computational difficulty in cryptography. Indeed, as mentioned in §2.1, there is a strong
deterrence argument for releasing details of an encryption algorithm (although not, of
course, the values of keys): the futility of computational attacks is made clear.

There is one compelling reason why the approach formulated here can work: it is
possible to approximate the integral in (2) to verifiable accuracy by simulating from the
distribution P{O = ·|K}, but not equally possible to do the maximization in (3).

3Associated with names such as Diaconis, Sturmfels, Sullivant, . . ..

7



In particular, approximation of the integral in (2) can be done without computing
P{O = o|K} for all o. On the other hand, absent an extremely clever algorithm and
additional knowledge, approximation of the solution to (3) seems much more difficult. is
not possible without computing P{O = o|K} for all o. Whether existing techniques for
simulation, such as (Diaconis and Sturmfels, 1998), are sufficiently powerful is a question
to be investigated. There is also a sense in which (3) is inherently more challenging than
(2), because even if all of the values of P{O = o|K} were known, there still is the need
for an algorithm to perform the maximization.

Neither problem is defeated by storage requirements. If all elements of O can be
generated sequentially, there is no need to retain values of P{O = o|K}. The integration
in (2) can be performed by computing the current P{O = o|K} and adding f (o)P{O =
o|K} to a running sum, while the maximization in (3) can be done by comparing the
current P{O = o|K} to the current maximum and storing o and P{O = o|K} only if
P{O = o|K} exceeds the current maximum. That is, (2) and (3) are comparably difficult
to solve by brute force.

8 Other Approaches
The Bayesian perspective underlying §4 is not the only way either legitimate users or in-
truders can make use of K . Here we describe alternative and complementary approaches
based on the maxim “Alter the analysis to accommodate K .” To make this clearer, con-
sider Case 1 in §6. As an alternative to the computational difficulties associated with (2),
legitimate users might instead simply discard the records known to have swapped and
conduct analyses on the remaining n − 2k data records. This approach seems especially
appealing if 2k � n and if the user knows from K that all records are equally likely to
have been chosen to be swapped. The “price” paid is an increase in uncertainties.

This strategy would work equally well when K is smaller than in Case 1. All it
requires is to know which records were swapped, and not either how the swapped records
were paired or the values of the p( j).

More generally, legitimate users might attempt to estimate from M and additional
information in K the probability that each record in M had been swapped and to weight
the records for analysis purposes inversely to these probabilities. The analysis procedure
in that case would be similar to those designed to handle sampling weights. The “throw
out known swapped records” strategy is simply an extreme version of this one, because it
in effect assigns weight zero to dropped records.

But, there are still other ways to use estimated probabilities that records were swapped.
In particular, such estimates might be used to construct prior distributions in §6. To make
this clearer, consider Case 2, where a prior on the values of the p( j) is needed in (9).
Some implementations of DRDS use attribute selection probabilities p(·) that reflect the
extent to which each attribute is independent of the others. A legitimate user or intruder
who knew this information from K might estimate the probabilities in the same way from
M , and use the posterior distribution for the p(·) as the prior distribution π in (9).

Something similar could be done in other cases as well. For example, there is some
evidence that k can be estimated by performing additional swapping on M , and using this
information to fit known swap rate–distortion relationships.
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It is not obvious how these approaches relate to one another. In particular, weighting
records and performing a weight-inclusive analysis and weighting candidate original data
sets O and using (2) to weight analyses might amount to essentially the same thing.
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