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I. Introduction  
 

1. The Office for National Statistics (ONS) is undergoing a programme of transformation that 

underpins several UK Government bills that are designed to improve the service provided by 

Government Departments.  

 

2. Transformational activities in ONS include the move to online data collection, integrating 

collection and processing systems and exploration for new data sources to improve the quality of UK 

National Statistics and reduce the burden on our respondents. 

 

3. This paper describes how data collection and cleaning is currently undertaken in the ONS, the 

anticipated future state, and work already undertaken to explore how a common editing and validation 

service could be implemented to support the transition. 

 

 

II. Current state of data collection and cleaning in ONS 
 

A. Data collection 
 

4. The vast majority of business data used in UK National Statistics is collected via paper 

questionnaires from a sample of respondents.  Once returned, this data is scanned and transferred to the 

appropriate data take on system. Social survey data is collected via Computer Assisted Personal 

Interviewing. 

 

5. The take on system used for data cleaning is dependent on the output.  This state has developed 

over time into survey output silos where survey managers have worked with methodologists to develop 

the processes that produce statistics of the required quality. 

 

6. Development in this way has meant that, although certain principles in methodology has meant 

that there are a number of similarities in the processes used to produce ONS outputs, they have been 

independently implemented across different surveys and outputs. 

 

B. Data cleaning 
 

7. As with the collection platforms, the data cleaning in the ONS is generally organised by type of 

survey.  In Business Data Division, which cleans data collected from UK businesses that feeds into the 

National Accounts, there are three editing and validation branches; one each for annual surveys, sub-

annual surveys and a financial surveys branch.   
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8. As mentioned, social surveys in the UK are performed using Computer Assisted Personal 

Interviewing, data from these are cleaned at source by the interviewer and then by methods programmed  

into collection and subsequent processing systems.  Performing this validation up front allows the 

interviewer to query answers and reduce the burden on the respondent by eliminating the need for a 

follow up interview. 

 

 

C. CORA 
 

9. In 2013, Business Data Division headed a project to build a generic data take on and validation 

platform named CORA.  The project took an existing platform and remodelled it to be reusable across 

business surveys.  The aim was that older collection systems would be able to be decommissioned. 

 

10. The alignment of these disparate systems into one would provide efficiency in areas such as; 

(a) platform support 

(b) training 

(c) resource management 

(d) consistency in validation 

 

11. The CORA platform was successful in realising some of these benefits.  The platform was 

designed with the user in mind.  They were included in the all aspects of requirement gathering and 

workshops to determine the ultimate solution. 

 

12. The resulting platform contained many aspects that were user driven.  This eases the support of 

the platform on a technical level.  The user themselves set up their collection, the collection instrument 

and all the rules to validate the returned data. 

 

13. CORA provided efficiency in validation by using templates to perform the comparisons.  The 

first survey to be migrated to the CORA platform contained 3,500 validation rules.  These were 

transformed into approximately twelve templates.  The templates were developed incrementally as new 

requirements were discovered.  Developing functionality in this way ensured that progress could be 

monitored easily and the templates are easier to maintain and are reusable across surveys. 

 

14. The extended reuse of the templates only exacerbated the efficiency in the process and the 

realisation of even more benefit from the approach. 

 

 

III. The future state of data collection and cleaning in ONS 
 

D. Service orientated architecture 
 

15. The ONS is looking to transform its entire statistical production process to take account of a 

number of strategic drivers from both internal and external sources.  The overarching aim is to provide a 

better service for the UK tax payer as well as providing the highest quality output. 

 

16. The ONS has designed a new Enterprise Architecture based around the move to collecting data 

online and using a wider range of data sources in particular administrative data.  The architecture uses 

common services to replace the current silos.  These services are generic, reusable and linked together to 

provide a flexible statistical production process. 

 

17. Rules Based Editing (RBE) is the service in this architecture that will be used to clean and 

validate data.  A pictorial representation of the new ONS Enterprise Architecture is included as figure 1. 
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Figure 1:   Proposed high level ONS Enterprise Architecture. 

 

18. In the above diagram, the Rules Based Editing service will be part of the Statistical Methods 

Library.  How RBE fits into this architecture and the work required to implement it was the subject of a 

six week discovery phase. 

 

E The Rules Based Editing Discovery 

 

19. The RBE discovery was run in conjunction with a number of other pieces of work investigating 

or building other areas of the Enterprise Architecture.  The goals of the RBE discovery were to: 

(a) develop a conceptual RBE model to enable all the proposed changes in data collection in the 

future 

(b) identify a set of common rules that would need to be implemented so that the quality of the data 

collected could be at least maintained 

(c) investigate how the identified rules may be categorised for storage in a methods library 

(d) test the model and rules on a variety of current ONS outputs 

(e) investigate the interaction between the RBE service and the other services and platforms in the 

Enterprise Architecture 

 

20. Prior to the discovery beginning (sprint 0) and throughout, there were a number of areas 

identified where the discovery team made assumptions in order to be able to progress.  The major ones 

being: 

(a) Datasets – RBE runs via the concept of a “dataset”.  This dataset could be made of any group of 

data that makes sense in some way.  The assumption here is that the Data Management platform 

will provide the data required by RBE in this way 

(b) Target Operating Model – The way outputs will be constructed/produced in future is not yet 

completely understood.  Therefore, the application of RBE in the production process should be 

flexible enough to cope with the current uncertainty 

(c) Metadata – RBE needs the data passed to it to be fully described such that the appropriate rules 

and subsequent actions 

 

21. Due to the direction of the ONS in terms of using shared services to process new data sources, 

the scope of the RBE discovery included all areas of ONS; business, social and Census.  Furthermore, the 

model and rules needed to be applicable for any potential data source. 
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22. The starting point for the discovery was the successful CORA validation engine.  Even though 

CORA only contained business surveys, its development was built on generic, data agnostic principles 

that in their nature meet the goals of a shared service such as RBE. 

 

23. The model behind the CORA validation engine was extended to include aspects of functionality 

that was deemed of little value in the CORA development due to its limited scope.  However, in the wider 

RBE scope, would have more benefit.  A diagram of the conceptual model is provided in figure 2. 

 

 
Figure 2: Conceptual model for Rules Based Editing Service 

 

24. For RBE to be used, a set of rules and any parameters required by those rules would be 

associated with the dataset being cleaned.  The RBE service would contain two stages; verification and 

action.  The output from the verification stage is a binary outcome; pass or fail.  Current validation 

processing in ONS has two classes of “fail”; error and warning.  Errors currently stop the process and an 

action needs to be taken before data can be considered “clean”, warnings simply indicate there is 

something that should be checked but can be overwritten without any further action if the data is 

considered correct. 

 

25. As mentioned the new RBE service will still contain an equivalent of the error and warning type 

of statuses.  The difference will be in the addition of a second stage of the service that will determine 

what happens next.  Although these ideas are conceptual and deliberately no effort has been made to 

identify the solution to the requirements, it is envisaged the metadata surrounding the RBE rules and 

parameters may include this information.  Depending on the rule that has failed, some of the possible 

actions could include: 

(a) Stop the process for manual check (similar to the current warning status, could be 

overwritten) 

(b) Run an imputation method 

(c) Run a deterministic edit 

(d) Do nothing (where altering the data is thought not to provide any quality benefit to the 

final outputs) 

Examples (b) and (c) above can be thought of in the same way as the current error status where an action 

needs to be undertaken to clear that data and its status.  Whatever action is taken (or not), is recorded in 

the metadata so there is a complete audit trail for each item of data.  

 

26. In addition to the running of the rules themselves and the actions associated with them, the RBE 

service contains a Validation Rule Audit service which audits which rules have been applied to the 

dataset.  The information recorded would include: Rule name, invocation type, initiated by and initiated 

date and time. 

 

27. The model was validated using examples of datasets from a variety of outputs and sources using 

their current validation rules and the actions the users of the service would like to perform.  Stakeholders 

of these outputs were consulted to explain their use of data cleaning and hence the requirements of RBE 

during their workflow and the movement of data through the statistical production process. 
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28. The RBE model and set of rules were adjusted iteratively as new requirements were discovered.  

Where there were uncertainties over the handling of certain scenarios, a record was made so that it could 

be explored more fully in the appropriate arena; another discovery for example.  Basically, the scope of 

the RBE discovery was not extended to include unforeseen procedures and methods. 

 

29. The rules identified as part of the RBE service will be stored in the ONS Statistical Methods 

Library.  As with all libraries, there will need to be some classification that the rules can adhere to so that 

they can be accessed and utilised efficiently.  The Methodological resource used by the RBE discovery 

came from the same person inputting into a discovery piece investigating the Statistical Methods required 

to use VAT in specific ONS outputs, which included a high level exploration of issues related to the 

statistical methods library. This provided continuity between the two areas. 

 

30. The CORA model had a categorisation that distinguished between structural errors and unit level 

data errors; period on period movement etc. As part of the RBE discovery, an assessment of other 

validation classifications was carried out, using the Eurostat handbook on validation (Di Zio et al, 2015) 

which was the result of a EuroStat ESSNet in 2015 as the main reference point.  The handbook contained 

similar categories.  However, the model in the handbook also extended the CORA model to include 

comparison within and between different data sources that fitted the ONS direction for RBE completely.  

Again, the RBE model was refined to include this extra dimension and furthermore to align the ONS 

position on validation to that of EuroStat.  The following diagram describes the levels of validation and 

their meaning. 

 

 
Figure 3: Levels of validation; Simon, 2013 

 

31. Included in the EuroStat handbook was a method of classifying validation rules to associate them 

with the characteristics of the data they are being used on.  These characteristics include aspects of: 

sources/universes, measurements, elements and time.  Each one of these aspects can be singular or 

multiple in nature and can be combined to describe any validation rule.  Although the delivery of the 

solution to hold these rules was not in the scope of RBE, the outcomes of the discovery provided the 

information to be taken forward by other services.   

  



 6 

 

F  Projected realisation of benefits to data validation efficiency and overall quality 
 

32. The ONS focus on improving the quality of its outputs through the transformation of the 

production of them, including the inclusion of new data sources, has meant the need to change the way of 

thinking about the functionality contained within the statistical production process.  This is so the 

operations required to produce those outputs can be distilled into specific services. These services can 

then be made generic and flexible enough to deliver both the known and as yet unknown improvements 

being made through the office. 

 

33. For data validation, the CORA project identified that serious gains in reuse of rules can be made 

by focussing on the requirement of the rule itself and  full involvement of the user during development of 

the solution.  The RBE model continues that focus.  The gains increase dramatically as more and more 

scenarios for data cleaning are implemented in the solution; development time is reduced to (almost) zero 

and their support becomes negligible.  Furthermore, any support required for a rule is also provided to all 

areas where that rule is used.  The focus on a user driven solution also helps this in that many tasks are 

undertaken by generally less expensive staff that often also have the experience of the process. This 

enables the task to be undertaken correctly the first time. 

 

34. Once developed, the rules can be monitored by a central team that has experience of the best to 

use in each situation.  In ONS, this could be the Editing and Validation branch in Methodology.  This 

branch already provides advice to the output areas on the correct rules and parameters to use in its 

production processes.  They could also ensure the rules that can be used from the library are fit for 

purpose ensuring statistical quality. 

 

35. In using one set of rules in the production of all outputs in ONS, there can be a true assessment of 

the efficiency of validation across these outputs.  Metrics such as rates of first time clearance can be 

compared between outputs, data sources or collection methods which will provide valuable information 

for future development or allocation of resource.  These metrics will also allow the methodologists to 

assess the usefulness of the rules being used and identify where improvements need to be made; 

focussing effort. 

 

36. The comprehensive audit function will provide the information required by other services to 

ensure the data included in ONS outputs is of the highest quality possible.  There will be a full audit trail 

of the life of each data item going through RBE so that when that data item is reused, the user knows 

exactly what manipulation it has undergone and whether that same manipulation is appropriate for their 

output. 

 

37. It should be noted that the reuse of RBE explained here does not only spread across the output 

(statistical production) domain but the RBE service will also be reused by many other services in the 

proposed Enterprise Architecture.  For example: 

(a) Validating data at source through implementation as part of the introduction of an electronic 

questionnaire.  This ensures that the data obtained from a respondent is as clean as it can be prior 

to use in an output.  Doing this also reduces the need for recontacting the respondent thereby 

reducing the burden on them and the cost to the Office 

(b) Ensuring that an administrative data source has not changed its format since the last delivery. 

(c) Cleaning the data feeding into the registers used for sampling and estimation. 

(d) Assessment of new rules and data sources in the analysis platform to continue to improve ONS 

output quality. 

 

IV Conclusion 
 

38. The work undertaken in this space both within the CORA project and the RBE discovery shows 

that investment in this area is of benefit to providing quality data for inclusion in a statistical process.  

However, unlike the CORA project, RBE is dependent on other services within the entire Enterprise 

Architecture to be developed to facilitate it.  The RBE discovery only considered what was required 
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based on the direction of the ONS transformation.  How RBE is integrated into the Enterprise 

Architecture was out of scope. 

 

39. Strategic services such as RBE, if thought of generically, can be reused across silos of activity in 

an environment such as ONS.  It should be noted that the reuse of the rules does not mean any 

functionality or requirement will be lost in any way.  However, the result needed by the user/customer of 

the RBE service may be obtained in a different way than current processes obtain it. 
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