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I. Introduction  
 

1. Erroneous data and non-response are certainties that every national statistical office has to deal 

with in almost any data collection. Both of these have a negative impact on the quality of a data 

collection, and the quality of outputs produced from it. Therefore, we cannot simply leave these issues 

unresolved in our data collection, or there will be bias in our estimates leading to poor quality outputs. 

 

2. A good understanding and analysis of these errors ensures a data editing and imputation process 

that produces good quality data. Machine learning methods can be used to help us analyse and understand 

erroneous data and non-response in various data collections. Machine learning is a field of study that 

gives computers the ability to learn without being explicitly programmed (Samuel, 1959). 

 

3. This paper discusses machine learning methods we have explored to help develop sound data 

editing and imputation methods for Statistics New Zealand’s Household Economic Survey (Income). 

Section II provides an overview of the survey. Sections III and IV describe the machine learning methods 

we investigated, and the results. Machine learning methods may also be useful in other statistical data 

processing stages beyond data editing and imputation. Section V provides a conclusion and outlines 

future work we have planned to explore other machine learning methods. 

 

 

II. Household Economic Survey  
 

4. The Household Economic Survey (HES) collects information on household expenditure and 

income, and a wide range of demographic information on individuals and households. Statistics New 

Zealand is currently standardizing the processing of its household surveys using a common platform 

called the Household Processing Platform (HHP). Migration of HES into HHP started in 2012. This 

provided an opportunity to redesign the editing and imputation methodology for HES. 

 

5. The current HHP has no functionality to edit data. The lone survey currently in the platform does 

not require any data editing. HES is the first survey to migrate to the HHP that requires editing, and in 

particular, manual editing, to allow good quality outputs that meet the needs of its users. Edit rules are 

currently being developed to specifically identify outliers and inconsistent records. The editing system 

being developed will have a contextual editor that provides users with a relational view of data requiring 

manual editing. The contextual editor will enable a statistical processor to assess an edit failure and 

determine whether the data needs to be manually treated or can be passed on to the next processing stage. 

To assist in the development of the contextual editor, we are exploring the use of association data mining 

in relation to the creation of editing rules. 
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6. For a personal income questionnaire to be a response in the current HES, all key questions must 

have a valid answer. If at least one of the key questions is answered with a “Don’t know” or “Refuse to 

answer”, the whole income questionnaire is discarded and will be treated as a unit non-response, 

regardless of the number of questions having valid answers. The current method to impute an income 

questionnaire uses the nearest neighbour donor imputation method where income values of the discarded 

questionnaire are replaced by data values from another record called a donor. A donor is selected by 

finding a respondent “nearest” to the recipient. “Nearest” is defined using a distance function in terms of 

other known variables correlated to the missing values. Our proposed methodology for income 

imputation will still use the nearest neighbour imputation method, but we could divide the income 

questionnaire into three modules and impute for a missing module rather than imputing for a whole 

income questionnaire.  

 

7. The three income modules, classified according to source of income, are the jobs module, the 

government transfers module and the investments module. The jobs module consists of income obtained 

from wages, salaries and self-employment. Income received as payments from Work and Income New 

Zealand (WINZ) and the Inland Revenue Department comprises the government transfers module. WINZ 

is a government agency which provides financial assistance to economically deprived households and 

individuals. Income from various types of investments is captured in the investments module. The jobs 

module is the focus of the examples used to illustrate the machine learning methods presented in this 

paper. 

 

8. Use of the nearest neighbour to impute for missing data from the three income modules required 

us to analyse and understand non-response from these different sources of income. Determination of the 

weights corresponding to the importance of these variables in predicting non-response is also imperative 

since the software we are using for imputation, Canceis, has this functionality to further reduce non-

response bias. A previous Statistics New Zealand project that investigated and recommended the use of a 

machine learning method as a standard tool to create homogeneous imputation classes led us to explore 

the possibility of extending its use to determine matching variables to assist in developing sound data 

editing and imputation methods for HES. 

 

III. Association rule mining for editing 
 

A. Association rule mining  
 

9. Association rule mining was introduced by Agrawal et al (Agrawal et al, 1993) and has since 

been used to discover interesting relationships in large data collections. The technique originated from 

analysing a market basket of transactions to generate association rules that describe which items within 

transactions tend to occur together. For market research this is used to determine what items appear 

together in customers’ “market baskets.” Item associations are generated based on the strength of the 

association, the frequency of occurrence, and the predictive utility of the relationship.   

 

10. In the context of market basket analysis (Tan et al, 2006), the basket data set, I, is defined as   

},...,,{ 21 niiiI  and },...,,{ 21 NtttT  is the set of all transactions. Each transaction it is a subset 

containing items from I. An association rule in I , YX  where X and Y are disjoint subsets of I, is 

defined as the set of items where items in X and items in Y occur together. The strength of an association 

rule is measured in terms of its support and confidence. The support, s, is defined as the proportion of all 

transactions that contain both X and Y. The confidence, c, measures how often items in Y appear in 

transactions that contain X. 

 

11. The goal of association rule mining is to find all rules having support ≥ minsup threshold and 

confidence ≥ minconf threshold. This goal is, in general, achieved in various association mining 

algorithms using a two-step approach.  

 The first step involves generating all combinations of items whose support ≥ minsup. These are 

called frequent itemsets in association rule mining. 
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 The next step is to extract all the high-confidence rules from the frequent itemsets in the first 

step. 

12. The most popular algorithm used for association rule mining is the Apriori algorithm. This is the 

algorithm used in our investigations. The R-package, arules (Hahsler, et al, 2015), was chosen to carry 

out investigations. This package implements two association mining algorithms, Apriori and Eclat. 

  

13. The concepts in association rule mining have been applied to records in large data collections 

treating each record as a basket, and individual data in each record as the items in the basket. This will 

generate many known relationships between items. Further analysis may also uncover previously 

unknown associations and these can be used as edit rules for these data. These rules can then be used to 

identify erroneous records or outliers in the data. This is the desired outcome for investigations carried 

out on HES data. 

 

14. A general limitation of association rules is its application to categorical data. Since HES data 

contains a vast amount of quantitative data, the use of ordinal association rules was explored to assist in 

mining edit rules for HES. This type of association rules is useful to detect outliers, potential errors which 

are of utmost interest in HES data. The following defines the concept of ordinal association rules (Marcus 

et al, 2001). 

 

15. Let },...,,{ 21 niiiI   be a set of records, where each record Ti  is a collection of items and

},...,,{ 21 NtttT  . Each record is a set of k attributes ),...,,( 21 kaaa . Each attribute ia in a particular 

record ii has a value ),( ii ai from a domain D. The following relationships are defined in D: ≤, =, ≥. The 

association )...(),...,,( 13221121 mmm aaaaaaa   , where },,{ i , is an ordinal association 

rule, or simply an ordinal rule if: 

1) maaa ,...,, 21 occur together in at least s% of the n records, where s is the support of the rule; and, 

2) in c% of the records where maaa ,...,, 21  occur together mm aaaa 132211 ...  is true, and where c 

is the confidence of the rule. 

 

16. Identification of potential errors in data sets using ordinal rules is done using the following steps: 

1) Find ordinal rules with a minimum confidence c. This is done with a variation of Apriori 

algorithm.  

2) Identify data items that break the rules and can be considered outliers (potential errors).  

The technique is illustrated in this paper using three attributes: income, age and highest educational 

qualification. 

 

B.  Case study and results 

 
17. This section presents investigations carried out on HES unedited data. A subset of the data that 

consists of 4,292 records described by 33 attributes was used to illustrate identification of outliers using 

ordinal rules. The numeric attributes, age and total income from wages and salaries and the ordinal 

attribute, highest qualification, are the focus of the investigations. To utilise the R-package, arules, age 

was converted into an ordinal attribute using five-year age groups for 15–64 and 65+. Total income was 

also converted into an ordinal attribute using percentiles of the income distribution of the data set. 

Categories used for age, income and highest educational qualification are presented in Appendix 1. 

 

18. Table 1 shows the confidence levels, c, for rules that define the association ii aa 21  , where ia1

represents the highest educational qualification and ia2 , the income group, of respondent i. Association 

rules with minimum confidence equal to 0.15 were extracted from the R-package, arules.  

 

19. Table 1 shows that respondents belonging to the higher income groups are associated with 

respondents with higher educational qualifications. Take for example the top band of the income groups, 

P90, which represents the top 10% of income earners in the survey. A small proportion (< 0.15) of the 

respondents have educational qualifications below Bachelor degree & Level 7 certificate while more 
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respondents (> 15%) had completed Masters and Doctorate degrees. Meanwhile, for the income group 

P75-P90, only a small proportion (< 0.15) of the respondents have educational qualifications below Level 

4 certificate. Most of the respondents in this income group have educational qualifications equal to or 

above Level 4 certificate.  

 

20. If focus is shifted to the lower income groups, say <P10 which represents the bottom 10% of the 

income earners, note that all respondents with educational qualifications higher than or equal to Level 4 

certificate have lower proportions <0.15. All these proportions are actually <0.10. Meanwhile, the highest 

proportion of income earners belonging to this income band have some secondary school certification. 

For the income group P10-P25, proportions of respondents >0.15 have educational qualifications lower 

than Bachelor degree & Level 7 certificate. 

 

Table 1. Summary of confidence, c, for income by highest educational qualification 

 

Highest educational qualification 
Income group 

<P10 P10-P25 P25-P50 P50-P75 P75-P90 >P90 

No qualification 0.136 0.174 0.349 0.234 <0.15 <0.15 

Some secondary school certification 0.456 0.222 0.000 0.000 <0.15 <0.15 

Level 4 certificate <0.15 <0.15 0.221 0.332 0.187 <0.15 

Levels 5&6 certificate 
<0.15 

0.15 0.237 0.260 0.177 <0.15 

Bachelor degree & Level 7 certificate 
<0.15 

<0.15 0.206 0.216 0.219 0.217 

Postgraduate and honours degree 
<0.15 

<0.15 <0.15 0.268 0.298 0.169 

Masters degree 
<0.15 

<0.15 <0.15 0.268 0.183 0.235 

Doctorate degree 
<0.15 <0.15 <0.15 <0.15 0.351 0.378 

 

21. Using the Apriori algorithm, the following ordinal rule was revealed:  

Highest qualification Total income 

This rule indicates that income increases with higher qualification. A respondent who reports no 

qualification and an income >P90 is a potential outlier. 

 

22. Table 2 presents the confidence levels, c, for rules that define the association ii aa 21  , where 

ia1 represents the age group and ia2 the income group of respondent i. Association rules with minimum 

confidence equal to 0.15 were extracted from the R-package, arules.  

 

23. Table 2 shows that respondents belonging to the higher income groups are associated with 

respondents with higher educational qualification. Take for example the top band of the income groups, 

P90, which represents the top 10% of income earners in the survey. All respondents with educational 

qualifications below Bachelor degree & Level 7 certificate have proportions < 0.15, while higher 

proportions are associated with respondents who had completed Masters and Doctorate degrees. 

Similarly, for the income group P75-P90, the proportions of respondents with educational qualifications 

below Level 4 certificate have proportions < 0.15. There are more respondents with higher educational 

qualifications in this income group.  

 

24. If focus is shifted to the lower income groups, say <P10 which represents the bottom 10% of the 

income earners, note that all respondents with educational qualifications higher than or equal to Level 4 

certificate have lower proportions, <0.15. All these proportions are actually <0.10. Meanwhile, the 

highest proportion of income earners belonging to this income band have some secondary school 

certification. For the income group P10-P25, proportions of respondents >0.15 have educational 

qualifications lower than Bachelor degree & Level 7 certificate. 
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Table 2. Summary of confidence, c, for income by age  

 

Age group 
Income group 

<P10 P10-P25 P25-P50 P50-P75 P75-P90 >P90 

Age15_19 0.549 0.265 0.190 <0.15 <0.15 <0.15 

Age20_24 0.471 0.258 0.364 0.185 <0.15 <0.15 

Age25_29 <0.15 <0.15 0.234 0.369 <0.15 <0.15 

Age30_34 <0.15 <0.15 0.258 0.288 0.171 <0.15 

Age35_39 <0.15 <0.15 0.237 0.234 0.176 <0.15 

Age40_44 <0.15 <0.15 0.182 0.252 0.231 <0.15 

Age45_49 <0.15 <0.15 0.256 0.268 0.163 0.171 

Age50_54 <0.15 <0.15 0.221 0.278 0.161 0.150 

Age55_59 <0.15 <0.15 0.249 0.263 0.190 <0.15 

Age60_64 <0.15 <0.15 0.269 0.319 0.163 <0.15 

Age65+ 0.182 0.227 0.256 0.187 <0.15 <0.15 

 

25. Table 2 reveals that, excluding the 65+ age group, income generally increases with age, 

particularly between 30 and 49 years, and decreases a little after 49 years. This rule indicates that a 15-

year old respondent who reports an income >P90 is a potential outlier and requires further investigation. 

The association rule, however, will not easily resolve potential outliers at the older ages. 

 

IV. Classification methods for imputation 
 

A. Classification and regression trees  
 

26. When carrying out imputation, it is recommended that imputation is done within homogeneous 

imputation classes. This minimises the potential of non-response bias (Haziza & Beaumont, 2007). The 

variable to be imputed should be correlated with the variables used to create the imputation classes. When 

a large number of variables are available to form imputation classes, a Statistics NZ project proposed the 

use of decision tree (or classification) learning methods to determine the useful variables to create 

imputation classes (Statistics New Zealand, 2013). If the response variable is discrete, the decision tree 

learning method is specifically referred to as a classification tree; otherwise, if the response variable is 

continuous, the decision tree learning method is referred to as a regression tree. This project opened the 

prospect of using classification or regression trees to analyse and understand non-response in HES 

variables, to enable determination of matching variables for the efficient implementation of the nearest 

neighbour imputation method. 

 

27. The basic structure of a classification or a regression tree consists of a root node which grows 

through a series of splits to create terminal nodes. At the start, all the training samples are at the root 

node. The samples are partitioned into distinct classes recursively based on a criterion. Splitting stops 

when either all samples of a given node belong to the same class, or there are no remaining attributes for 

further partitioning, or there are no more samples left to partition. 

 

28. Different criteria are used for splitting. One criterion used in the software, CART (short for 

Classification and Regression Tree ), is to choose the split that maximises the reduction in the Gini index 

of impurity (Brieman, et al, 1984). Impurity is a measure of variability for the outcomes in a specific 

node. This criterion is used in this paper.  
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29. The Gini index of impurity at node t is defined as 

 





ji

tjptipti )|()|()( , 

where )|( tip  is the probability of class i in node t and )|( tjp  is the probability of class j in node t. 

Using this criterion, splitting stops when CART either can no longer find splits that produce further 

reductions to below a specified threshold, or classes in the terminal nodes contain observations that are 

less than a specified minimum number of observations. 

 

B.  Case study and results  
 

30. CART was used to explore matching variables needed to impute for missing income from the 

three income modules using the nearest neighbour imputation method. In particular, CART was used to 

find important matching variables, from the following available variables, to impute for income from the 

jobs module: sex, highest educational qualification, employment status (full-time/part-time), occupation 

(for main job), industry classification (for main job), region of employment, labour force status, total 

income from government transfers, age, tenure code (owns home/renting), total investment income, and 

total household expenditure. Income data from HES 2010/11 was used as training samples to identify the 

regression tree that will be used for future data. 

 

31. To facilitate investigations of classification trees, the R-package, Rpart, was used. Rpart 

(Therneau, et al, 2015) is short for Recursive Partitioning. This package was used since it contains many 

of the ideas developed by the forerunner of classification and regression trees, Leo Brieman. This 

software is also readily available to any user. 

 
 

 

Figure 1. Sample tree to assist determination of matching variables to impute income from jobs module 

 

32. A resulting tree using Rpart and a complexity parameter, cp = 0.01, is presented in Figure 1. This 

tree indicates that the attribute that best explains non-response in the jobs module is employment status. 

The next important variables are industry and occupation. Each end node recommends how best to split 

each resulting node. Note that the variables total household expenditure and industry (main job) appear 
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more than once in the tree. The codes corresponding to the categorical variables are available in 

Appendix 2. 

 

33. The complexity parameter (cp) is used to control the size of the classification tree and to select 

the optimal tree size. Tree construction does not continue unless it would decrease the overall lack of fit 

by a factor of cp. If a smaller cp was used, say, .0001, more branches would have been produced. This 

will result in the use of more imputation cells. This becomes undesirable when only a small number of 

observations are in a terminal node because it increases the possibility that a respondent may be used as a 

donor more frequently than desired. Current practice recommends at least 30 respondents in an 

imputation cell. Another disadvantage of a smaller cp is that the resulting tree may be less reliable for 

future predictions. 

 

34. To find the corresponding weights, we used another classification technique called random 

forests. Random forests can be used to rank the importance of variables in a classification problem. A 

random forest combines the predictions made by multiple decision trees, where each tree is generated 

using a random vector, as shown in Figure 2, generated from some fixed probability distribution (Hastie 

et al, 2008). A random vector can be incorporated into the tree-growing process in many ways. One 

approach is to randomly select m variables (m << p, p=total number of variables) to split at each node of 

the decision tree. As a result, instead of examining all the available variables, the decision to split a node 

is determined from these selected m variables. The tree is then grown to its entirety without any pruning. 

Assume the forest contains, say, B decision trees. Classify a dataset x using each of the B decision trees. 

Thus, each tree gives a classification, ie the tree “votes” for that classification. The forest chooses the 

classification having the most out of the B votes. Note that m is held constant during the forest growing. 

The following describes the method used in the R-package, randomForest, to rank the importance of 

variables in a classification or regression problem. 

 

 
Figure 2.  An example of a random forest 

 

35. Since only m of the p variables is used to split at each node of a tree in a random forest, about 

one-third of the cases are left out and not used in the construction of the k
th
 tree. This is called oob (out-

of-bag) data and is used to get a running unbiased estimate of the classification error as trees are added to 

the forest. It is also used to get estimates of variable importance. To obtain the classification error, put 

each case i left out in the construction of the k
th
 tree to a classification. This provides a test set 

classification for each case in about one-third of the trees. At the end of the run, take j to be the 

http://www.stat.berkeley.edu/~breiman/RandomForests/cc_home.htm#ooberr
http://www.stat.berkeley.edu/~breiman/RandomForests/cc_home.htm#ooberr
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classification that got most of the votes every time case i was oob. The proportion of times that j is not 

equal to the true classification of i, averaged over all cases, is the oob error estimate. 

 

36. To measure the importance of the n
th
 variable after training, the values of the n

th
 variable are 

permuted among the training data and the oob classification error is computed on this perturbed data set. 

The importance score for n
th
 variable is computed by averaging the difference in oob classification error 

before and after the permutation over all trees. The score is normalized by the standard deviation of these 

differences. Variables which produce large values for this score are ranked as more important than 

features which produce small values. 

 

37. An advantage in using random forests over rpart is that it provides additional information like the 

importance of the predictor variables in predicting the outcome. However, we need to grow more trees if 

random forests are to provide additional information. The R-package, randomForest, implements 

generation of random forests. 

 

Table 3. Weights of matching variables to impute income from Jobs module 

 

 

 

 

 
 

 

 

 

 

 

 

38. Table 3 is the output produced by a run of the R-package, randomForest. The predictor variables 

used in the randomForest  run were the variables provided by rpart. The resulting importance scores of 

the variables from randomForest  reinforce the order in which rpart had recommended classifying the 

data. The table provides the recommended matching variables with their corresponding weights to use for 

the nearest neighbour imputation method to impute for income from the jobs module.  

 

39. To evaluate the results from the training set, the matching variables and their corresponding 

weights were tested using HES 2012/13 data. The 5% and 10% of missing income records were 

simulated from the true income records from the jobs module. Canceis was used to determine the nearest 

neighbor donor for a missing record using the matching variables recommended by the training set. The 

income data from the chosen donor was then copied over to the income data of the missing record. The 

evaluation was carried out by measuring the presence of bias in the imputed data and compared this 

against the true observed data. This is because if the imputed data followed closely the true data, then a 

plot of imputed data against the true data should show the scatter plot to be centred around the unit line 

(y=x). 

 

40. Table 4 gives a summary of how the imputed values perform in terms of bias compared with the 

true data.  For each % of simulated missing data, the fitted slope is shown with the corresponding 95% 

confidence interval bounds.  

 

     Table 4. Bias diagnostic, significance of regression 

% of simulated missing 

income 

Slope 95% confidence interval 

5 1.001 0.9859–1.016 

10 0.989 0.9703–1.007 

 

The results show no evidence of bias for the imputed values. 

 

Variable Weight 

Employment status 10 

Industry classification (for main job) 7 

Occupation (for main job) 6 

Total household expenditure 5 

Age 5 

Total income from government transfers 5 

Labour force status 4 

Highest educational qualification 3 

Total investment income 1 
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41. Classification methods were extended to determine matching variables to impute the other two 

income modules. 

 

V. Conclusion and future work 

 

42. We have found useful applications of machine learning methods for data editing and imputation, 

starting with the HES dataset. The methods described in this paper are now being used in other Statistics 

NZ datasets. 

 

43. Association rule mining allows us to extract some rules from datasets. Ordinal rules, in particular, 

have great potential to uncover variables that will assist in resolving outliers in a dataset. A dataset like 

HES, which has an enormous number of numeric variables, will benefit from the method. The method 

would also be valuable for mining relationships from large datasets such as administrative data. 

 

44. Classification methods allow us to create homogeneous imputation classes, and enable us to 

determine efficient matching variables for use in nearest neighbour imputation.  

 

45. In future we plan to explore the use of cluster analysis for editing and imputation. Future training 

on data editing and imputation within Statistics NZ will include relevant topics on machine learning 

methods. We also plan to develop a user interface that will make it easier to investigate machine learning 

methods for data editing and imputation. . 
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Appendix 1.  
Categories for ordinal variables used in the association analysis on p. 3 

Age         15-19, 20-24, 25-29, 30-34, 35-39, 40-44,45-49, 50-54, 55-59, 60-64,65+ 

Income    < P10, P25-P50, P50-P75, P75-P90, >P90 

Highest educational qualification 

No qualification, Some secondary school certification, Level 4 certificate, Levels 5&6 

certificate, Bachelor degree & Level 7 certificate, Postgraduate and honours degree, Masters 

degree, and Doctorate degree. 

 

Appendix 2.  
Codes for categorical variables used in the regression tree on p. 6 

Employment Status Occupation codes Industry codes 

FT     Full-time 

PT     Part-time 

NA    Not applicable 

NS     Not stated 

Admin – Clerical and administrative 

workers  

Labourers 

Machineries – Machinery operators 

and drivers  

Managers 

Professionals 

Residual – Residual categories 

Sales – Sales workers 

Services – Community and personal 

service workers  

Trades – Technicians and trades 

workers  

A  Agriculture 

B  Mining 

C  Manufacturing 

D  Electricity, Gas, Water and Waste 

services 

E  Construction 

F  Wholesale Trade 

G  Retail Trade  

H  Accommodation and Food services 

I  Transport, Postal and warehousing 

J  Information media and 

Telecommunications 

K  Financial and insurance services 

L  Rental, Hiring and Real estate 

services 

M  Professional, Scientific and 

Technical services 

N  Administrative and support services 

O  Public administration and Safety 

P  Education and Training 

Q  Health care and Social assistance 

R  Arts and Recreation services 

S  Other services 

 

 


